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Abstract

In this paper I show that the variance risk premium (defined as the difference between the

squared VIX index and the expected realized market returns variation) is positively related

to the uncertainty about the economic outlook. Amending the standard full-information

rational expectations assumption, I show that spikes in the posterior beliefs about con-

sumption growth (which I call uncertainty shocks) may help to endogenously generate key

unconditional moments of the variance risk premium as we found in the data. Real time

learning is modelled via particle filtering and learning. The learning method is embedded in

an otherwise standard consumption-based asset pricing framework where a representative

agent is endowed with recursive preferences for early resolution of uncertainty. Beyond the

volatility spread the model is also able to match key unconditional moments of the aggregate

equity premium and the (ex-ante) real risk free rate.
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1 Introduction

Macroeconomic uncertainty and periods of extreme market turmoil have recently plagued fi-

nancial markets. This environment has prompted an increasing interest in option-like trading

strategies aim to capture a return premium over time, as a compensation for the risk of losses

during sudden upward movements in market volatility; these tend to coincide with general tur-

bulence, financial/economic collapses, investors stress and high uncertainty as a whole. Figure

(1) plots a measure of this variance (also called volatility spread) risk premium which displays

positive correlation with major market uncertainty shocks as defined in Bloom (2009). When

uncertainty rises, the compensation for bearing the risk of unfavorable shocks to the investment

opportunity set increases as well. As such, long (short) volatility strategies would be expected

to make (loose) money when equity rally (sell-off). Theoretically this would generate a tight

link between the exposure to the equity risk and the variance risk premium. However, recent

literature showed that in a general equilibrium framework the standard risk-returns trade-off

might not be enough to explain the behavior of the variance risk premium (see Carr and Wu

2009).1

In this paper I amend the conventional wisdom that views a representative agent to observe

the structure of the economy, showing that the variance risk premium is positively related to

spikes (which I call uncertainty shocks) in the dispersion of the individual’s beliefs about the

economic fundamentals. I consider real time learning about both the states and the parameters

governing the dynamics of the economic fundamentals, fully addressing incomplete information.

The baseline framework is an otherwise standard consumption-based asset pricing setting

where a representative agent is endowed with preferences for early resolution of uncertainty (see

Kreps and Porteus 1978, Epstein and Zin 1989, Epstein and Zin 1991 and Weil 1989). Under

these preferences, changes in the dispersion of the agent’s beliefs about macroeconomic risk are

directly priced in equilibrium (see Drechsler and Yaron 2011, Bollerslev et al. 2009 and Eraker

2008 for related discussions). Uncertainty shocks are modeled through a first order Markov

regime switching process in the volatility of the conditional expectations of the growth rate of

consumption. In equilibrium the variance risk premium directly depends on the (predictive)

probability of a state of high economic uncertainty. When the confidence about the economy

decreases, the premium the agent is willing to pay to hedge for volatility-driven negative shocks

to the investment opportunity set increases. As such, spikes in the dispersion of the agent’s

beliefs about the growth rate of the economy generates a higher volatility premium. In other

words, an increasing probability of being in a high uncertainty state generates what a positive

shock in the dispersion of the posterior beliefs of the agent. Because of structural uncertainty,

the representative agent sequentially updates the joint posterior distribution of states and pa-

rameters.

Real time learning is modeled through a particle filtering and learning method (see Car-

1The volatility premium, instead, might depends on an independent stochastic risk factor that could be
interpreted as: (1) shocks to volatility in fundamentals (see Drechsler and Yaron 2011, Bollerslev et al. 2009,
Eraker 2008) or (2) time-varying risk aversion (see Bakshi and Madan 2006 and Wu 2012).
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valho et al. 2010a, and Carvalho et al. 2010b).2 Incomplete information about the structure

of the economy is not only interesting per se. As pointed out in Lewellen and Shanken (2002),

Collin-Dufresne et al. (2012), and Johannes et al. (2011) learning about (ex-post) fixed pa-

rameters endogenously generates a permanent shocks in the conditional distribution of (future)

growth rates in fundamentals.3 Structural uncertainty becomes a primary source of risk, which

is hedgeable (markets are complete) but not diversifiable.4

I provide both empirical and theoretical evidences that, ceteris paribus, the variance pre-

mium is directly related to the agent’s beliefs about the uncertainty state.5 I document em-

pirically that the historical level of the volatility spread may be explained is positively related

to the expected (future) probability of being in a high uncertainty state. I show that large,

but relatively rare, shocks to the conditional volatility of consumption growth might help to

generate reasonable unconditional moments of the volatility risk premium. The model implied

explanatory power is confirmed also by using a survey-based measure of broadly-defined un-

certainty proposed in Baker et al. (2013). I found that periods of high uncertainty are closely

related to drops in the growth rate of consumption. I identify three main uncertainty shocks

across the sample period from 1990:01 to 2013:01. The first is located at the end of the 90s, i.e.

which is around the LTCM/Russian Crisis, the second is around the 2001/2002, i.e. 9/11 and

financial scandals, while the last coincides with the recent great financial crisis, i.e. 2008/2009.

The model is able to match the unconditional moments of the variance risk premium as

well as its short-term in-sample predictability power on the aggregate stock market returns.

Extending the existing evidences I provide also further findings about the predictability power

of the variance risk premium across the recent great financial crisis. Predictability that survives

to the inclusion of standard predictive variables such as the log price-dividend ratio. The model,

finally, matches a set of unconditional moments for the aggregate returns on the dividend claims

as well as for the cash-flows, under a reasonably low level of risk aversion, i.e. γ = 2, 5, and

leverage factor, i.e. φ = 1.4, reconciling the standard package of asset pricing puzzles (see Mehra

and Prescott 1985, Shiller 1981, Weil 1989 and Campbell and Shiller 1988 for more details).

I show that the “uncertainty shocks” makes the learning process asymmetric, endogenously

generating spikes in the perceived dynamics of the expected growth rate of consumption which

are not detectable in the smooth process of the real growth rate of consumption. Observations

during high (low)-uncertanty periods are overweighted (underweighted). This spikes in the

dynamics of the economic outlook generates jump like terms in the returns on the consumption

2Several others algorithms to sequentially solve structural learning and filtering can be found in Storvik
(2002), Fearnhead (2002), Liu and West (2001), and Lopes and Tsay (2011) and the references therein. The key
advantage of this approach is that it allows to jointly solve a filtering and learning problem in real time even in
the presence of high non-linearities, keeping the computational burden at a reasonable level.

3Persistency which is not necessarily detectable either ex-ante or ex-post. This is consistent with Sargent
(2007), Hansen and Sargent (2010) and Campbell and Beeler (2012). They pointed out how persistence in the data
generating process of real per capita consumption growth might be actually hard to detect. Yet, Williams (2003)
and Carceles-Poveda and Giannitsarou (2008) showed that simple states filtering does not produce sensible asset
pricing implications unless high persistence is exogenously imposed in the dynamics of economic fundamentals.

4Collin-Dufresne et al. (2012), argued that parameter learning endogenously generates a particular strong
form of long run risk which is heavily priced under recursive preferences for early resolution of uncertainty.

5See also Miao et al. (2012) for a related discussion under ambiguity preferences.
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claim.

The idea that by assuming structural (i.e. parameter) uncertainty we can generate a high

an volatile aggregate equity premium, low risk free rates as well as returns predictability, has

been recently investigated in the asset pricing literature. Lewellen and Shanken (2002) showed

that uncertainty about the parameters governing the dynamics of the expected cash flows might

endogenously generate excess volatility and returns predictability. Weitzman (2007) and Bakshi

and Skoulakis (2010) investigated the impact of structural uncertainty in an otherwise standard

endowment economy, while Collin-Dufresne et al. (2012), pointed out that parameter un-

certainty endogenously generates permanent shocks in the (perceived) dynamics of the growth

rate of the economy. Cogley and Sargent (2008) considered a two-states mixture Markov regime

switching model with uncertainty about the transition probabilities mechanism. They showed

that both parameters uncertainty and concerns for robustness may help to explain the finite

sample distribution of asset prices. Additionally some recent paper consider the compounding

effect of states or model uncertainty under robustness preferences (see Hansen 2007 and Hansen

and Sargent 2010). Despite the tight connection between the equity and the variance premium

(see Bollerslev and Todorov 2011), however, surprisingly no attention has been paid to the lat-

ter. To the best of my knowledge this paper is the first attempt to embed parameter learning

in a variance risk premium setting.

The rest of the paper proceeds as follows. Section 2 introduces the variance risk premium and

its measurement. Section 3 gives a description of the data as well as predictability evidences of

the variance risk premium. Section 4 presents the model. Section 5 reports some model implied

empirical evidences. Section 6 and 7 reports the model equilibrium results and parameters

estimates. Section 8 concludes.

2 Variance Risk Premium and Empirical Measurement

2.1 Definition

Let Ct(T,K) denote the price of an European call option expiring at time T with strike price K,

and let B(t, T ) denote the price at time t of a zero-coupon bond maturing at time T. As shown

by Carr and Madan (1936), Demeterfi et al. (1999) and Britten-Jones and Neuberger (2000),

the market’s risk neutral expectation of the total returns variation (i.e. Implied variance IVt)

between time t and time t + 1 conditional on time t information, may then be expressed in a

“model-free” fashion as the following portfolio of European calls:

IVt = EQ
t [V art,t+1] ≡ 2

∫ ∞

0

Ct

(

t+ 1, K
B(t,t+1)

)

− Ct (t,K)

K2
dK (1)

Theoretically this approximation relies on an increasing number of call options with strikes

spanning from zero to infinity. In practice, of course, IVt must be constructed based on a finite

number of strikes. As pointed out in Carr and Wu (2009), however, even with a limited number

of options this tends to provide a fairly accurate approximation to the true (unobserved) risk-

3



neutral expectation of future returns variance, under reasonable assumptions on the underlying

assets.

The measure of realized returns variation is based on actual aggregate market returns. This

realized variation over the interval [t, t+ 1], can be measured as

RVt,t+1 ≡
n∑

j=1

[

pt+ j
1794

− pt+ j−1
1794

]2
→ V art,t+1

where the convergence relies on the availability of an infinite amount of within period observa-

tions, i.e. n → ∞. As pointed out in Andersen and Kahn (1980), this “model-free” realized

variance measure based on high-frequency intra-day data lead to a more precise approximation

of the true (unobserved) return variation than more traditional daily frequency returns. How-

ever, a host of market micro-structure issues, such as bid-ask spreads, non-synchronous trading

effects, as well as price discreteness, might limit the usefulness of very high frequency prices.6 In

practice, following Bollerslev et al. (2009), and Drechsler and Yaron (2011) among the others,

I used five-minutes intra-daily returns as the sampling frequency.

The VRP is broadly defined as the difference between the implied volatility IVt, representing

the ex-ante risk neutral expectation of future returns variance, and the “objective” expectation

of the realized returns variance over [t, t+ 1],

V RPt = EQ
t [V art,t+1]− EP

t [V art,t+1] (2)

where EQ
t [.] identifies the expectation operator under the physical measure. It has been shown

that the VRP equals the difference between the price and the expected payoff of a particu-

lar trading options-based trading strategy. Figure (2) shows the VRP under three different

alternative measures that will be explained below in more details

[Insert Figure (2) about here]

Across the testing sample period the VRP is almost always positive for two out of three mea-

sures. A positive VRP means that buyers are willing to accept a negative (average) payoff

to hedge away upward movements in stock market volatility. In other words investors regard

increases in market volatility as unfavorable shocks in the investment opportunity set. Carr

and Wu (2009) investigated if the positive variance risk premium can be explained in a CAPM

setting. They find that standard risk factors might not be able to explain the positiveness of

variance risk premiums on stock indexes. They conclude that VRP is likely driven by an inde-

pendent risk factor that the market prices heavily. In other words, investors are willing to accept

a negative payoff (on average) not only because of the standard risk-returns trade-off, but also

because volatility is seen on itself as highly unfavorable shock on the investment opportunity

6As pointed out in Bollerslev et al. (2009), indeed, micro-structure noise implying that the underlying semi-
martingale assumption for the aggregate returns is violated at the very highest sampling frequencies.
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set, then the investor demands high compensation to bear these shocks.

2.2 Measurement

Since V RPt is not directly observable, one need to construct empirical proxies estimating re-

duced form counterparts of both the risk neutral and the physical expectations. In practice,

the risk-neutral expectations is proxied through the CBOE implied variance or V IX. The VIX

index is calculated by the Chicago Board Options Exchange (CBOE) by using the model-free

approach depicted in (1). As in the reference literature I use the VIX from the CBOE and use it

as a measure of risk-neutral expected variance. Since the VIX is reported in annualized volatil-

ity terms, I square and divide it by 12 to put it in variance terms. The ”true” variance V art,t+1

is approximated by the discretized realization RVt,t+1. Although the high-frequency discretized

measure of the true variance is widely accepted in the literature, the methods for constructing

the physical expectation EP
t is not unique. Along the line of Bollerslev et al. (2009), Drechsler

and Yaron (2011) and Bali and Zhou (2012) I use three alternative measures. The first measure

is based on lagged values of the realized variance RVt−1,t (see Bollerslev et al. 2009). This

approach implies that the realized variance measure is a unit root process. The second measure

of EP
t [RVt,t+1] is based on a 12-month moving average.7 The third measure is approximated

by a linear projection of the realized variance at time t+ 1 on its own past value and a lagged

implied volatility RVt+1 = α+βIVt+γRVt+ ǫt+1 such that the physical expectations is defined

as EP
t [RVt+1] = α + βIVt + γRVt (see Han and Zhou 2013, Bali and Zhou 2012 and Drechsler

and Yaron (2011)).

3 Data and Summary Statistics

As a proxy for the risk-neutral expectation of return variance over the subsequent 30 days, I use

the monthly data for the Chicago Board of Options Exchange (henceforth, CBOE) volatility

index VIX. Since the VIX index is reported in annualized terms, I square it to put it in variance

terms and divide by twelve to get a monthly compounded quantity. Despite the fact that

the VIX index is subject to approximation error, the CBOE procedure for computing the VIX

represents the widely used standard in the financial industry. The measure of realized aggregate

returns variation is based on high-frequency data. I created RVt summing up 78 intra-day five-

minutes squared returns covering a normal trading day from 9:30 am to 4:00 pm. I obtain the

high frequency data used to construct the realized variation from TICKDATA. The data series

of both realized returns variation and the VIX covers the period 1990:01-2013:01. The main

limitation of the data length comes from the fact that the VIX index is available since January

1990. Aggregate consumption is defined as consumer expenditures on non-durable and services.

Per-capita consumption of non-durables and services is taken from NIPA. Growth rates are

constructed by taking first differences of the corresponding log series. The aggregate dividends

are computed as in Campbell and Beeler (2012). Aggregate dividends are also corrected for

7This measure implies that the predictive variables are in the information set of the econometrician at time t.
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repurchases as in Bansal et al. (2005). Aggregate market returns correspond to the value-

weighted return of the NYSE/AMEX/NASDAQ from CRSP. Nominal yields to calculate the

risk-free rates are obtained from Ibbotson as the 30 days T-Bill return. The forward looking

perspective of the Euler’s equation requires the use of an ex-ante measure of the risk free rate.

This is obtained by projecting the one-step ahead real T-Bill yield on past (log)inflation and

current nominal interest yield (see the appendix). Aggregate returns, per-capita consumption

and aggregate dividends are transformed in real terms by using the CPI deflator from the

FREDII database of the Federal Reserve Bank of St. Louis.

The VRP is computed in three different ways: (1) a ”model free” empirical equivalent of

V RPt, (2) an approximation of EP
t [RVt,t+1] based on a MA(12) model (M1 henceforth) and

(3) based on a linear forecasting model RVt+1 = α + βIVt + γRVt + ǫt+1 (M2 henceforth).

This linear projection allows to both exploit the informationally more efficient effect of implied

volatility on realized variance forecasts, and allows to use realized volatility measure based on

high-frequency data which are assumed to have higher forecasting power. Table (1) provides

summary statistics for the monthly log-excess returns on the total value-weighted return as well

as the different measures of VRP

[Insert Table (1) about here]

The mean level of the VRP is around 18.4 across model specifications, with a standard deviation

spanning from 20.35 for the ”model free” version to 24.75 for the linear forecasting model. The

skewness of the VRP estimates based on past raw realized volatility is negative, while turns

out to be positive for both the M1 and the M2 specifications. The negative skewness can be

intuitively understood looking at the minimum values realized of the VRP across the sample.

The raw-based measure of the VRP reports a large negative spike of -180.68, while for the

others two specifications the minimum values are substantially higher. Here not only the mean-

to-median ratio is relatively large but also there is highly significant skewness for each measure

of realized volatility and VRP. All of the VRP measures show leptokurtosis. Thus the VRP is far

from being normally distributed. Figure (2) gives a visual impression. Large departures from the

mean value are around the LTCM/Russian Crisis, the period throughout 2001/2002, i.e. Enron,

Worldcom and 9/11 attacks, as well as around the recent great financial crisis. Interestingly,

especially during the recent financial crisis, the VRP is highly negative (see Bollerslev et al.

2009 and Carr and Wu 2009).8

As already pointed out in Bollerslev et al. (2009) the VRP shows high predictability power at

short horizons. This returns predictability tendency dies out as the forecasting horizon increases,

however. Table (2) reports the results of a set of predictive regressions projecting k steps ahead

8The interpretation of negative VRP is indeed quite tricky. The risk neutral expectation in (2) is identified
as the price of a strategy to hedge for volatility, where the expected payoff of this strategy being the expectation
under the physical measure. A negative VRP, therefore, means that the representative agent makes profit (at
least in the short-term) buying volatility. This is somehow contradictory by the concept of volatility aversion of
the representative agent in a recursive utility framework. My paper does not provide insight from this perspective,
even though this could be a fairly interesting point for a further development.
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average returns on the aggregate VRP computed as in M0. Both of the aggregate long-run

excess returns and the VRP are rescaled by their respective standard deviation. The forecasting

horizon is from one to 24 months and the t-statistics reported are based on heteroschedasticity

and autocorrelation consistent standard errors that explicitly takes into account the overlapping

nature of long-horizon, averaged, aggregate excess returns.

[Insert Table (2) about here]

The predictability power of the aggregate VRP increases at the very short-term with the in-

sample adjusted R2 that spikes at the three-month horizon. From six months ahead the pre-

dictive power of thr VRP dies out, with an in-sample adjusted R2 reaching the lower bound of

0.8% at the 24-month forecasting horizon. The slope coefficient monotonically decreases as the

forecasting horizon increases, with a beta equal to 0.16 at the very short-term and equal to ??

at the 24-month horizon.9 The horizon-decreasing nature of the VRP predictability power is

visually reported in Figure (3). Top panel shows the (in-sample) adjusted R2, middle panel the

slope estimates and bottom panel the corresponding t-statistics.10

[Insert Figure (3) about here]

The predictive power of the VRP is not only interesting per se. As a matter of fact, the

relevance of the volatility spread as a predictor of aggregate returns survives by including other

standard predictive variables, such as the log price-dividend ratio (lpd henceforth) and the log

price-earnings ratio (lpe henceforth), the Term yield spread, the Default premium and the real

risk free rate.11 Table (3) reports the results of projecting aggregate market excess returns on

different measures of the volatility spread as well as standard predictors. Both the dependent

and the covariates are normalized by their standard deviation.

[Insert Table (3) about here]

The first three columns show that the volatility spread has a short-term predictive power across

different measures. The sensitivity of the aggregate market returns on the volatility spread per-

se span from 0.15% to 0.21% across the three different measures I used. the predictive power of

the volatility spread is robust to the inclusion of several potential predictors. Column 4, 6 and

9Since both the dependent and the indipendent variables are rescaled by their standard deviations a slope
coefficient equal to 0.16 means that a one percentage increase in the VRP generates a 0.16% higher equity
premium at the aggregate level.

10The t-stats are computed by considering heteroschedasticity and autocorrelation adjusted standard errors,
i.e. (HAC Newey-West).

11The default premium is constructed as the difference between the Baa Moody’s yields and the yields on the
long-term government bonds. The term spread is defined as the yields difference between 10-year and 1-month
treasury yields, and the real risk free rate is defined as the 1-month real T-Bill return computed as the difference
between the 1-month T-Bill nominal returns and the realized CPI inflation rate not seasonally adjusted.
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8 show that the implied volatility measure IVt does not show a relevant predictive power for the

one-step ahead aggregate returns. On the other hand, the realized variance measure RVt, turns

out to be negatively related to the one-step ahead aggregate returns. This is not true however,

by using the ”model-free” version of the volatility spread, i.e. M0. Columns 10 and 11 reports

the results by including the log price-dividend and log price-earnings ratios as further predictors.

The log price-dividend ratio keeps the standard negative relationship with the aggregate equity

premium, even though the slope coefficient is only slightly statistically significant, i.e. t-stat

-1.81. The log price-earnings ratio does not show any predictability power. The inclusion of a

set of standard predictors keeps the role of the volatility spread unchanged. The slope on the

VRP is still significant while, surprisingly, both the Term spread, the Default spread and the

real risk free rate do not show any predictive power on the one-step ahead equity premium.

Finally, the in-sample adjusted R2 goes from 2% by using only the model-free volatility spread,

to around 6% by adding the log price-dividend ratio. The natural question might be if these

adjusted R2 can actually represents some sort of valuable economic relationship. As in Drechsler

and Yaron (2011) I follow Cochrane (1999) linking the maximum unconditional Sharpe ratio

attainable using each of the predictive regressions and the corresponding adjusted R2.12 The

unconditional buy-and-hold Sharpe ratio is equal to 0.32 on an annual basis. By using the

predictive regression with R2 = 2% for instance might generates an unconditional maximum

Sharpe ratio equal to 0.36. Yet, an adjusted R2 equal to 6.3 as in column 10 rises the maximum

Sharpe ratio to be around 0.43. These results confirm and extend (in terms of sample considered

and economic meaning) what is reported in Bollerslev et al. (2009).

4 The Asset Pricing Model

4.1 The Economy

The underlying economy is a representative agent endowment economy with recursive prefer-

ences developed in Kreps and Porteus (1978), Epstein and Zin (1989), Epstein and Zin (1991)

and Weil (1989). Under these preferences I can separate the preferences for resolution of un-

certainty across states rather than over time, separating the relative risk aversion and the

intertemporal elasticity of substitution which tightly characterize the standard CRRA setting.

Thus, the agent does not only optimallly choose the demand for risky assets in order to max-

imize current consumption but also the continuation value of the utility that future paths of

fundamentals may generate.13 Equilibrium prices, therefore, does not only reflect current fun-

damentals but also agent’s beliefs about the expected (future) consumption growth rate. The

12The mapping is defined as
(

SRH
)2

= SR2
0 +

1+SR2
0

1−R2 R
2 where SRH the maximum unconditonal Sharpe ratio

under the model H, R2 the corresponding adjusted R-squared and SR0 the unconditional Sharpe ratio under a
buy-and-hold strategy.

13Generally speaking, recursive preferences focus on the tradeoff between current-period utility and the utility
to be derived from all future periods.
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functional form of recursive utility takes the form

Vt =

{

(1− β)C
1− 1

ψ

t + βRt (Vt+1)
1− 1

ψ

} 1
1−ψ

(3)

where Ct represents consumption at time t, ψ 6= 0 the coefficient of intertemporal elasticity of

substitution (IES henceforth), γ 6= 1 the relative risk aversion (RRA henceforth), and β the

subjective discount factor. The Stochastic Discount Factor (SDF henceforth) is derived as

Mt,t+1 = β

(
Ct+1

Ct

)− 1
ψ
[

Vt+1

Rt (Vt+1)

] 1
ψ
−γ

(4)

Here the certainty equivalent Rt (Vt+1) collapses to the expected utility operator (see Kreps and

Porteus 1978).

Rt (Vt+1) =
[

Et

(

V 1−γ
t+1

)] 1
1−γ

(5)

As pointed out in Epstein and Zin (1989) and Epstein and Zin (1991), the SDF can be rewritten

in terms of the ex-dividend price of a share of a claim to the consumption stream, i.e. the

wealth-consumption ratio PC
t

Mt,t+1 = β

(
Ct+1

Ct

)−γ
(

β
1 + PC

t+1

PC
t

) 1/ψ−γ
1−1/ψ

(6)

The first component of the pricing kernel is what we would obtain under standard CRRA

preferences. The second component is the one coming from the continuation value of the utility

function which arises if the preferences for resolution of uncertainty across states rather than

over time do not coincide, i.e. γ 6= 1/ψ. As a matter of fact if γ = 1/ψ then the second

component boils down to null and the SDF becomes the standard one under power utility.14

Utility maximization is subject to the standard intertemporal budget constraint

Wt+1 =Wt (1− kt)Rc,t+1

with kt = Ct/Wt the fraction of wealth Wt consumed at time t and Rc,t+1 the gross returns on

the consumption claim. For each asset i the first order condition, conditioned on the information

available at time t, yt and the structural parameters θ, takes the form

E
[
Mt,t+1Ri,t+1|y

t, θ
]
= 1 (7)

14Under power the stochastic discount factor takes the form

Mt,t+1 = β

(

Ct+1

Ct

)−γ
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where Ri,t+1 the gross returns on the ith asset and Mt,t+1 the SDF pricing the asset from time t

to time t+1. Defining exp (∆ct+1) =
Ct+1

Ct
the equilibrium wealth-consumption ratio is derived

by substituting out Rc,t+1 in (7), such that from (6) we get

PC
t = E

[

βρ exp ((1− γ)∆ct+1)
(
1 + PC

t+1

)ρ

∣
∣
∣
∣
∣
yt, θ

]

(8)

with ρ = (1 − γ)/(1 − 1/ψ). The wealth-consumption ratio (8) can be backed out in (6). The

gross returns on the dividend claim is defined as

Rd,t+1 =
Dt+1

Dt

1 + PD
t+1

PD
t

From (6)-(8) the equilibrium price-dividend ratio is defined as

PD
t = E



β exp (−γ∆ct+1 +∆dt+1)

(

β
1 + PC

t+1

PC
t

) 1/ψ−γ
1−1/ψ

(
1 + PD

t+1

)

∣
∣
∣
∣
∣
yt, θ



 (9)

where exp (∆dt+1) = Dt+1

Dt
. Along the line of Drechsler and Yaron (2011), Bansal and Yaron

(2004), Bollerslev et al. (2009), Lettau et al. (2008), Johannes et al. (2011) and Collin-Dufresne

et al. (2012) I maintain the assumption that γ > 1 and ψ > 1 which in turns implies ρ < 0,

such that the representative agent has preferences for early resolution of uncertainty.15 This

assumptions are crucial to generate sensible asset pricing implications.

A consistent characterization of real time learning unfortunately comes at a cost. The possi-

bility of a close form solution is entirely lost and I need to fully rely on numerical approximations.

Embedding real time learning in a general equilibrium framework involves considerable compu-

tational and technical issues that need to be carefully considered (see the Appendix). The state

space is prohibitively large. As will be clearer below, the model has 10 parameters and two

unobservable states governing the dynamics of real per-capita consumption and the aggregate

real dividend growth rate. The agent’s beliefs for each of those parameters are governed by two

hyper-parameters accordingly. This further introduces nuisance parameters. Therefore, from

an asset pricing perspective, there are 24 state variables.

In order to make the numerical computation feasible, I follow Kreps (1998), Cogley and

Sargent (2009), Piazzesi and Schneider (2010) and Johannes et al. (2011) using an anticipated

utility approach to solve the equilibrium condition (7). Under this approach, the representative

agent maximizes (3) at each time t, based on current posterior mean beliefs about structural

parameters, assuming these beliefs will persist indefinitively into the future.16 The constant

15The assumption ψ > 1 have been kept for comparison purposes. As a matter of fact, even though is still
under debate (see Campbell and Beeler 2012) is becoming the standard assumption in the consumption-based
asset pricing literature.

16Even though this might look like a fairly restrictive assumption, as pointed out in Cogley and Sargent (2009),
anticipated utility allows to fairly closely approximate a purely Bayesian model solution of the decision making
problem, while keeping feasible the numerical solution, provided learning is carefully modeled.
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nature of the parameters applies only ex-ante. Indeed, at time t + 1 the expected value of

the parameters evolves due to learning. This approach reduces the state space to the two

unobservable states. Even though parameter uncertainty is not directly priced as risk factor,

it is nonetheless important. The reason is two-fold: (1) the beliefs updating process is directly

reflected in the equilibrium prices, which are, by construction, a direct function of the agent’s

beliefs about the economy; (2) parameter learning does not necessarily imply persistence in the

dynamics of fundamentals. Therefore, the typical hard-to-justify persistence in the dynamics

of consumption growth is no-longer a crucial assumption to generate sensible asset pricing

implications. As a whole, despite the anticipated utility approach, structural learning turns out

to be a priced risk factor.

4.2 The Dynamics of Fundamentals

The real per-capita consumption growth rate ∆ct+1 is modelled as a time-varying drift plus

noise model (see West and Harrison 1997, Harvey 1981 and Hamilton 1994 for more details)

∆ct+1 = µt+1 + σcǫc,t+1 ǫc,t+1 ∼ N(0, 1) (10)

Here σc represents the conditional idiosyncratic volatility of the growth rate of consumption17

The expected growth rate of consumption, µt+1 evolves as an AR(1) process with ν ∈ (0, 1) the

corresponding persistence parameter.

µt+1 = (1− ν)Eµ + νµt + σµ,λt+1ǫµ,t+1 ǫµ,t+1 ∼ N(0, 1)

The conditional volatility σµ,λt+1 is time-varying and depends on a Markov regime switching

dynamics where the latent state λt = i, for i = H,L, follows the transition probability matrix

Π =

(

pLL 1− pHH

1− pLL pHH

)

(11)

with

p (λt+1 = H|λt = H, θ) = pHH and p (λt+1 = L|λt = L, θ) = pLL (12)

I define H (L) as the state of High (Low) Uncertainty. The term ”uncertainty”’ comes from the

impact of λt. Indeed, when λt = H the (marginal) posterior distribution of the agent’s beliefs

about the expected growth rate of consumption becomes more disperse, namely, less concen-

trated on the average belief, such that σ2µ,λt+1
∈
{

σ2µ,H , σ
2
µ,L

}

with σ2µ,λt+1=H > σ2µ,λt+1=L.
18

Therefore, passing from λt = L to λt = H generates an Uncertainty Shock which is reflected in

17A non zero value of ν indicates that consumption might be autocorrelated and predictable by its own past
values. I do not impose a priori, however, high predictability. As you will see below the expected grwoth rate of
consumption turns out to be highly stationary. As such the exogenous shocks ǫµ,t+1 are highly transitory.

18This restriction is needed a priori in order to identify the states in the estimation algorithm (see Hamilton
(1994) for a related discussion).

11



the agent’s confidence about the economic outlook. Here pHH represents the probability of the

high-uncertainty state at time t+ 1 being in the same state at time t. On the other hand, pLL

represent the probability of being in a low uncertainty state coming from L. By construction,

the unconditional expected growth rate of both consumption, i.e. Eµ and volatility Ev are not

influenced by λt+1, keeping the system dynamics unbiased, such that the long-run expected

growth rate of consumption coincides with Eµ.

Following Abel (1999) and Campbell (1986), the aggregate dividend growth ∆dt+1 is mod-

eled as a rescaled version of the conditional expected growth rate of consumption with φ > 0

the rescaling factor.

∆dt+1 = µd + φ (µt+1 − Eµ) + σdǫd,t+1 (13)

The exogenous shocks are independent one among the others, i.e. [ǫc,t+1, ǫµ,t+1, ǫd,t+1]
′ ∼

N(0, I3). Even though the conditionally volatility of the aggregate dividend is not time varying

per se, it inherits time variation when it comes to deal with the predictive. Finally µd represents

the long-run expected growth rate of the aggregate dividends since E [µt+1 − Eµ] = 0.

4.3 The Variance Premium

Here I follow Miao et al. (2012) showing that the VRP can be derived as a direct function of the

agent’s beliefs about the expected (future) probability of being in a high uncertainty state.19

From (2) the variance risk premium is defined as the difference between the representative

agent’s risk-neutral and physical expectations of the market’s aggregate return variation from

time t to time t+ 1.

V RPt = EQ
t [V art(rm,t+1)]− EP

t [V art(rm,t+1)]

The risk neutral measure can be recovered by using the standard Radon-Nykodim density

dQ =
Mt,t+1

EP
t [Mt,t+1]

dP such that
dQ

dP
=

Mt,t+1

EP
t [Mt,t+1]

(14)

where Mt,t+1 represents the stochastic discount factor (6). As such

V RPt = EP
t

[
Mt,t+1

EP
t [Mt,t+1]

V art(rm,t+1)

]

− EP
t [V art(rm,t+1)]

=
EP

t [Mt,t+1V art(rm,t+1)]

EP
t [Mt,t+1]

− EP
t [V art(rm,t+1)] (15)

19Miao et al. (2012) investigated the VRP in an ambiguity preference context where the agent filters out the
state of the economy, while fully acknowledging the structural parameters governing the dynamics of fundamen-
tals.
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From the law of total expectations and by using the standard definition of conditional covariance

the variance risk premium can be decomposed as20

V RPt = π̃
(H)
t+1|t ×

(

E
(H)
t [V art(rm,t+1)]− E

(L)
t [V art(rm,t+1)]

)

+ κt (16)

where the risk-neutral adjusted uncertainty shocks

π̃
(H)
t+1|t =




E

(H)
t [Mt,t+1]

π
(L)
t+1|tE

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [Mt,t+1]

− 1



π
(H)
t+1|t (17)

and π
(H)
t+1|t = p(λt+1 = H|yt, θ) the expected (future) probability of being in the high uncertainty

state. The third factor κt is a convex function of π
(H)
t+1|t such that (see the Appendix for more

details)21

κt =

(

1− π̃
(H)
t+1|t

)

E
(L)
t [Mt,t+1]

Cov
(L)
t [V art(rm,t+1),Mt,t+1] +

π̃
(H)
t+1|t

E
(H)
t [Mt,t+1]

Cov
(H)
t [V art(rm,t+1),Mt,t+1] > 0

Some observation is now possible. The first component π̃
(H)
t+1|t is increasing (decreasing) in

the probability of being in the high (low) uncertainty state. The increment, however, is not

monotonic and peaks when the agent is less confident about which state of the economy is more

likely, i.e. π̃
(H)
t+1|t = 0.5. Figure (4) reports the shape of π̃

(H)
t+1|t across the testing sample as a

function of π
(H)
t+1|t.

22

[Insert Figure (4) about here]

The function is bounded at zero when either π
(H)
t+1|t = 0 or π

(H)
t+1|t = 1, which is when the level

of uncertainty about the underlying state λt is the highest. The second component is always

positive since V ar
(H)
t ∆ct+1 > V ar

(L)
t ∆ct+1 which reflects in more volatile equilibrium returns

under the state H. The third component is positive since Cov
(i)
t [V art(rm,t+1),Mt,t+1] > 0 (see

Bansal and Yaron 2004). By assuming γ > 1/ψ increases the value of the first component

vis-a-vis the CRRA counterpart, i.e. γ = 1/ψ. As a matter of fact, under recursive preferences

20Notice here the shocks on fundamentals are all Gaussian and indipendent one among the other. As pointed
out in Drechsler and Yaron (2011) this makes the volatility spread uniquely determined by the difference of the
expected values under different measures of the same quantity, which is the aggregate returns variation.

21The P notation has been omitted for the sake of explanation.
22The stochastic discount factor Mt,t+1 is derived under the preference structure γ = 5 and ψ = 3.5.
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for early resolution of uncertainty

E
(i)
t [Mt,t+1] = β exp

(

−γEt∆c
(i)
t+1 +

γ2

2
V art∆c

(i)
t+1

)

E
(i)
t





(

β
1 + PC

t+1

PC
t

)θ−1


 i = H,L

= β exp

(

−γEtµt+1 +
γ2

2

(

V artµ
(i)
t+1 + σ2c

))

︸ ︷︷ ︸

CRRA

E
(i)
t





(

β
1 + PC

t+1

PC
t

)θ−1




︸ ︷︷ ︸

KP

Other things equal, from (4) the agent puts more weight on the continuation value of the util-

ity function for γ > 1/ψ. Since under ψ > 1 the continuaton value of the utility function is

counter-cyclical, i.e. substitution effect dominates the wealth-effect, KP is lower (higher) under

the low (high) uncertainty state. Yet, since V artµ
(H)
t+1 > V artµ

(L)
t+1 the CRRA component is

higher (lower) under the high (low) uncertainty state. As such E
(H)
t [Mt,t+1|KP + CRRA] >

E
(H)
t [Mt,t+1|CRRA] making π̃

(H)
t+1|t in (16) higher under recursive preferences than power utili-

ties (see the Appendix for more details).

4.4 Real-Time Learning

Conventional wisdom and most of the learning literature in asset pricing assume that the stuc-

tural parameters governing the dynamics some (unobservable) state are either known or directly

observable ex-post. As such, the agent updates her beliefs on an underlying unobservable state

(usually assumed to be highly persistent) and the learning issue boils down to a signal ex-

traction problem (see Veronesi 2000,Veronesi 1999, Guidolin and Timmermann 2007, Brandt

et al. 2004, Massa and Simonov 2005, Hansen 2007 and Hansen et al. 2008 just to cite a

few). Departing from this conventional wisdom I assume the representative agent not only

does not observe the states of the economy but also the structural parameters governing their

dynamics. Thus, the only observable variables are ∆ct,∆dt, while everything else (states µt, λt

and parameters θ) is learned in real time. Extending the setting of Weitzman (2007), Bakshi

and Skoulakis (2010), and Lewellen and Shanken (2002), as information cumulates the agent

jointly learns about states and parameters, updating her beliefs via a sequential Bayes’ rule

(see Collin-Dufresne et al. 2012 and Johannes et al. 2011). By coupling parameters with states

learning I can be more explicit fully addressing the issue of structural uncertainty. This joint

learning mechanism is particularly relevant from an asset pricing perspective. As pointed out

in Williams (2003), structural learning as opposed to reduced form filtering likely would make

learning to have much more substantial asset pricing implications (see also Carceles-Poveda and

Giannitsarou 2008 for a related discussion). Joint real-time learning about states and parame-

ters unfortunately comes at a cost. Being more explicit about agents uncertainty also leads to

difficulties since the dimensionality becomes rapidly a relevant issue as the sample information

cumulates.23 Simply put, there is not a natural way to introduce structural learning in a well-

23In general terms the posterior beliefs depend in a highly non-linear and complicate way on past data and
substantially vary over time.
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posed manner getting some easily interpretable closed form approximation. This is especially

true under high non-linearities as in (10)-(13).

I solve the real time learning problem by using a particle filtering and learning methodology

(see Carvalho et al. 2010b, and Carvalho et al. 2010a).24 The key point is to sample from the

joint posterior distribution of the expected growth rate of consumption µt the state λt, and a set

of conditional sufficient statistics for ex-post fixed parameters θ, at each time t.25 At time t the

agent holds beliefs over the states and parameters p
(
θ, µt, λt|y

t
)
= p

(
µt, λt|θ, y

t
)
p
(
θ|yt

)
with

yt = (y1, ..., yt) and yτ = (∆cτ ,∆dτ ).
26. The learning mechanism occurs in two steps by first

computing the predictive distribution of states and parameters given the current information

as

p(µt+1, λt+1, θ|y
t) =

∫

p(µt+1, λt+1|λt, µt, θ)p(θ, µt, λt|y
t)dλtdµt (18)

then updating the beliefs via the likelihood function p (yt+1|µt+1, λt+1, θ)

p(µt+1, λt+1, θ|y
t+1) ∝ p(yt+1|µt+1, λt+1, θ)p(µt+1, λt+1, θ|y

t) (19)

which shows the recursive nature of Bayesian updating, as p(µt+1, λt+1, θ|y
t+1) is functionally

dependent on p(µt, λt, θ|y
t). The main issue is characterizing p(µt, λt, θ|y

t) for each time t, which

is needed for sequential learning. Unfortunately, even though λt is discretely valued, there is

not analytical form for p(µt, λt, θ|y
t), as it is high-dimensional and the dependence on the

data is complicated and nonlinear. The sequential nature of learning about the structure of the

economy makes the posterior for date t+1 the prior for date t+2 and so on. Jointly learn states

and parameters is not only interesting per se. As pointed out in Lewellen and Shanken (2002)

and Collin-Dufresne et al. (2012) structural learning allows to generate more parsimonious

explanations of hard to justify key points as in-sample predictability and persistence in the

dynamics of fundamentals.27. In other words, by fully acknowledging learning we can generate

standard asset pricing implications but in a much more parsimonious way. Yet, the time varying

nature of volatility σµ,λt+1 makes the learning quantitatively relevant even in large samples,

independently on the preference structure. The informativeness of the data, indeed fluctuates

over time without converging even asymptotically unless λt+1 = λ for all t, but falls (rises) when

the volatility of the expected consumption growth increases (diminishes). This asymmetric

learning path prevents the agent to fully acknowledge the true dynamics of the economy even

24Several others algorithms to sequentially solve structural learning and filtering can be found in Storvik (2002),
Fearnhead (2002), Liu and West (2001), and Lopes and Tsay (2011) and the references therein.

25The set of sufficient statistics is used to represent the posterior distribution of the parameters θ.
26Here, model uncertainty is not considered. A remarkable example to account for model uncertainty is given

in Johannes et al. (2011).
27The martingale property of updating beliefs about parameters estimates is easily derived by using the law of

iterated expectations. Indeed given a vector of unknown parameters θ, the agent’s beliefs at time t are defined
as E[θ|Gt] with Gt the filtration generated by the data upto time t. Once data at time t + 1 are observed the
beliefs are updated as E[θ|Gt+1] which by the law of iterated expectations is E[E[θ|Gt+1]|Gt]. Thus we can write
E[θ|Gt+1] = E[θ|Gt] + ηt+1, with E[ηt+1|Gt] = 0.
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in large samples, generating truly ergodic learning.28 A more detailed technical explanation of

the structural learning framework is provided in the appendix.

5 Why We Should Care?

The previous section points out that the variance risk premium can be theoretically be seen as

a function of the agent’s beliefs about the (future) probability of the uncertainty state λt+1. If

the agent’s beliefs represent a relevant determinant of the aggregat volatility spread, changes

in beliefs about the states should be a significant determinant of asset returns. The mechanism

is simple, if the representative agent learns that the expected probability of being in a high

uncertainty state is higher than previously though, this revision in beliefs will generate a positive

increment in the volatility spread. As a robustness check I also check for the revision of beliefs

for the conditional expected growth rate of consumption and the conditional consumption risk.

As pointed out in Drechsler and Yaron (2011) a positive shock in the dynamics of consumption

risk might carry a positive risk premium increasing the volatility spread.

In order to test this assumption I regress the time series variation of the aggregate vari-

ance risk premium V RPt+1 − V RPt on changes in beliefs about the uncertainty state, the

conditional expected growth rate of consumption and its conditional risk. The covariates are

then E
[
p
(
λt+1|y

t+1
)]

−E
[
p
(
λt+1|y

t
)]
, E
[
∆ct+1|y

t+1
]
−E

[
∆ct+1|y

t
]
and V ar

[
∆ct+1|y

t+1
]
−

V ar
[
∆ct+1|y

t
]
.29 Both the conditional expectations E

[
.|yt
]
and the conditional variations

V ar
[
.|yt
]
are computed integrating out parameter uncertainty, i.e. marginal predictive and

filtering distributions. The first foue years of monthly estimates are cut as a burn-in sample

period. As further control variables I used past values of the model-free measure of the volatility

spread, past and current consumption growth as well as past values of the implied and realized

aggregate returns volatility. By controlling for these variables I ensure that the slope are driven

by the pure revision change process and not by past information available. Both dependent and

indipendent variables are rescaled by their standard deviations for the sake of exposition.

[Insert Table (4) about here]

Table (4) shows that an increase in the agent’s beliefs about the probability of being in a state

of high uncertainty rises the volatility spread by around 0.18%. Interestingly the shocks on the

conditional expected growth rate E
[
∆ct+1|y

t+1
]
−E

[
∆ct+1|y

t
]
has a negative effect, meaning

that, a negative revision of the economic outlook may increases the fear of unfavourable shock

to the investment opportunity set due to increasing volatility. For the same reason the shock

on the conditional consumption risk V ar
[
∆ct+1|y

t+1
]
− V ar

[
∆ct+1|y

t
]
has a positive impact

throughout the model specifications. The impact of an higher than expected consumption risk

28See Weitzman (2007),Bakshi and Skoulakis (2010), and Lewellen and Shanken (2002) for a related discussion.
29I use the end of period time measurement convention for the real per capita consumption. As pointed out

in Campbell and L.M. (1999) by using beginning of end of time period might not generate different results, in
qualitative terms, given the time-averaging nature of the consumption measurement.
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is positive and carries on average 0.2% positive increment of the volatility spread for a one

percent change in the beliefs about consumption conditional volatility.

These results hold controlling for both past and current real per capita consumption growth

as well as past implied vol and realized aggregate returns variation. As such there is evidences of

a relevant impact of beliefs revisions about the state of the economy on the variance risk premium

dynamics. This is fairly strong results which, as far as I know, has not been previously mentioned

in the learning literature. The adjusted R2 spans from a relatively low 5.3% by including only

the beliefs revision about the uncertainty state, to a fairly high 14.8% reached by including all

beliefs revision and past variance risk premium. The statistically significance is economically

confirmed by computing the maximum attainable unconditional Sharpe ratio can be reach for

each of the models (see a brief explanation in setion 2). It is finally important to notice that

no asset prices data are used in order to generate the agent’s beliefs, getting rid of potential

endogeneity of the beliefs’ updating process.

6 Empirical Results

Here I report the simulated unconditional properties of the cash-flow dynamics as well as the

equilibrium returns. The model does not admit an explicit analytical solution because of pa-

rameter learning. The state space becomes prohibitively large with 10 parameters and two

latent processes, namely the drift and the uncertainty state. In addition to that there are 2

hyper-parameters governing the dynamics of each structural parameter, for a total of 24 state

variables. Such a high state-space dimensionality makes standard projection methods (based on

state-space discretization) simply not feasible. By considering real time learning, then, several

computational obstacles have to be overcome in order to solve at each time t the equilibrium

condition (7). Here I use an anticipated utility approach as originally proposed by Kreps (1998)

then implemented in Cogley and Sargent (2009), Piazzesi and Schneider (2010) and Johannes

et al. (2011) (See the discussion in section 4.1).

6.1 Variance Risk Premium

Table (5 ) reports some of the unconditional statistics relating to the variance risk premium.

The sample period covers 1990:01 - 2013:01 and the first 4 years of monthly results are cut as

a burn-in sample. Panel A shows the unconditional moments of the volatility spread computed

from the parameters learning plus states filtering model (complete real time learning). Panel B

and C, respectively, report the same set of results computed under a simple filtering framework,

i.e. parameters known, and a model with CRRA preferences. Here the preferences parameters

are defined as γ = 2, 5 (RRA) and ψ = 3.5 ans (IES).

[Insert Table (5) about here]
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From Table (1) the variance risk premium clearly shows departure from normality (high skewness

and kurtosis) as well as a relatively low level of autocorrelation. These features of the data

have to be properly replicated by the model. Table (5) Panel A shows that the model-implied

volatility spread is increasing in the coefficient of relative risk aversion γ. From column 4 to 8 the

model shows the results from (16) under γ = 5 and ψ = 3.5. The table shows that the model’s

mean values are in line with the data. Both the unconditional mean and the unconditional

volatility of the variance risk premium are, on average, close to their historical counterparts.

Both the average skewness and kurtsosis are slightly lower than the historical values. However,

the true values are largely within the 95% confidence bands produced by the model. The same

applies for the autocorrelation. From column 9 to 13 the tables shows the model-implied variance

risk premium under γ = 2 and ψ = 3.5. Even though the historical moments of the volatility

spread are still within the confidence intervals under the model, both the unconditional mean

and the unconditional volatility are lower and relatively far from their historical counterparts.

Reducing the level of relative risk aversion turns out to reduce the explanatory power of the

model. This is because with a lower level of γ the contribution of the first component π̃t+1|t

in (16) decreases, reducing the unconditional mean of V RPt. Panel B shows the model-implied

moments computed by assuming latent states and known parameters. Regardless the level of

risk aversion, simple filtering turns out to be not enough to explain the unconditional moments

of the volatility spread. Even though most of the historical moments are within the model-

implied confidence intervals, the expected values turns out to be far from the true values. The

reason is simple. Filtering, while keeping unchanged the contribution of the first component,

reduces the impact of the second component E
(H)
t [V art(rm,t+1)]− E

(L)
t [V art(rm,t+1)] in (16).

This is because the volatility spread between the high and the low uncertainty state is lower.

As a matter of fact under filtering also the unconditional moment of the equity premium is not

matched (see results on a separate appendix). Finally Panel C shows the results computed under

the model with both learning and filtering where the agent has CRRA preferences. Parameter

learning plays a major role in explaining the unconditional moments even under power utilities.

As a matter if fact, with γ = 5 the historical mean of the variance risk premium falls within the

95% confidence bands implied by the model. As a whole, structural learning on itself turns out

to play a pretty relevant role in explaining the dynamics of the volatility spread, beyond the

type of preferences. The latter however is crucial to actually match the unconditional moments

of the variance risk premium. These results extend the rational in Miao et al. (2012) who

argued that under incomplete information, i.e. filtering, standard recursive preferences might

not be enough to explain the behavior of the volatility spread.

Table (2) and (3) showed the predictive power of the variance risk premium on the ag-

gregate equity premium. and its robustness to the inclusion of standard predictors as the log

price-dividend ratio. Consistently with the empirical evidences Table (6) reports the correspond-

ing results projecting the historical equity premium k-steps ahead both on the model-implied

variance risk premium and the model implied log price-dividend ratio. Panel A reports the

results computed assuming both parameter learning and state filtering with γ = 5 and ψ = 3.5.

The model is able to replicate the returns predictability with respect to both the aggregate
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variance risk premium and the log price-dividend ratio as found in the data. The shape of the

slope coefficients is decreasing (increasing) for the volatility spread (log price-dividend ratio) as

the forecasting horizon increases. Yet, the slope of the volatility spread is no longer statisti-

cally significant from k = 6 on. The model-implied adjusted R2 are in line with their sample

estimates. At the 1-month horizon the adjusted R2 is about 2%, which is a little bit lower

than in the data. As the forecasting horizon increases the median adjusted R2 rises as well,

reflecting the increasing predictive power of the log price-dividend ratio. At k = 12 months the

model-implied explanatory power is around 10%, which is more than a half of what is found in

the data.

[Insert Table (6) about here]

Panel B shows the results computed under the model with simple filtering and parameters

known. Several things are worth to be mentioned. First the variance risk premium does not

show any kind of predictability being slightly significant only at the very short-term forecasting

horizon. As such, even though the log-price dividend ratio becomes statistically significant at

the long-term horizon, the median adjusted R2 remains largely lower than what we found in

the data, i.e. 2.5% at k = 12 for instance. These results are confirmed under γ = 2 and

tables are available upon recquest. To summarize, the models with parameters learning display

significant in-sample returns predictability and the horizon-implied dynamics of the regression

coefficients closely follow what we found in the data. The intuition for why structural learning

might generate ex-post in-sample predictability is pointed out in Lewellen and Shanken (2002).

Unanticipated negative (positive) shocks in the agent’s beliefs about the mean parameters of

consumption and dividend growth decreases (increases) the demand for risky asset. Since the

substitution effect dominates the wealth effect, i.e. ψ > 1 the price-dividend ratio decreases

(increases), i.e. pro-cyclical, generating higher (lower) returns, leading to the significant, in-

sample, relation (se also Timmermann 1993 for a related discussion).

6.2 Cash-Flows Dynamics

Table (7) shows the descriptives statistics and the model-implied cash-flow dynamics. All en-

tries are expressed in percentage terms. Cash-flows are simulated at each time t on a monthly

basis and aggregated annually. At each time t I simulate a distribution of both real per capita

consumption and aggregate dividend growth from their marginal distributions. The marginals

p(∆ct|y
t) and p(∆dt|y

t) are obtained by the integrating out both parameter and state uncer-

tainty.

[Insert Table (7) about here]

Top panel reports the unconditional moments of the real per-capita consumption growth. The

model captures quite well the key unconditional moments of consumption as well as the first
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order autocorrelation.30 The model matches, on average, the historical expected growth rate

of consumption, i.e. 2.5%, its unconditional volatility, i.e. 1.7% as well as the excess kurtosis.

The fact that the model matches the unconditional kurtosis is due to the presence of Markov

regime switching in the conditional volatility of µt+1, together with the structural uncertainty

about the conditional volatility parameter which inevitably generated a marginal thick-tailed

distribution. With reference to the unconditional skewness, even though the model-implied

(mean) estimates are lower, the true value remains within the 95% confidence intervals. The

model is also able to match the level of first order autocorrelation, i.e. 0.12. The numerical

results are visually confirmed by Figure (5) which shows the data and the model’s implied

density of the real consumption growth rate.

[Insert Figure (5) about here]

The gray area represents the simulated region under the model specification, while the red line

represents the kernel density of the historical unconditional distribution of the real per capita

growth rate of consumption. The true density is statistically equivalent to the simulated region.

Bottom panel of Table (7) shows the unconditional moments of the aggregate (real) dividend

growth. The model matches quite well all of the key moments. The historical mean is easily

within the 95% confidence level. This is also true for the unconditional volatility, i.e. 7%.

In addition the model implied autocorrelations of order one are strikingly captured by the

model. As for the real per-capita consumption growth, the non-statistically significant negative

skewness in the sample estimates is reflected in the model which reports a 5th percentile below

zero. Interestingly the unconditional kurtosis shown by the historical observations, i.e. 3.35 is

closely replicated under the model, i.e. 3.65. This is inherited by the fat-tailed nature of the

predictive distribution of the dividend grwoth which is obtained integrating out both parameters

and state uncertainty.

6.3 Asset Pricing Moments

Mehra and Prescott (1985) showed that for a standard rational expectations model with a

representative agent an implausible high level of risk aversion is needed to explain the behavior of

the aggregate equity premium. Increasing the level of risk aversion, however does not represents

a solution. As pointed out in Weil (1989) high risk aversion generates an implausible high level

of the risk-free rate, resulting in the so-called riskfree-rate puzzle. Shiller (1981) showed that

actual returns on the market have a variance too high to be justified by relative changes in the

fundamentals. This is true even considering the cash flows on the aggregate dividend claim as

a leverage version of the consumption growth rate.

30This level of consumption growth volatility is somewhat lower than in Drechsler and Yaron (2011). The
sample period is however hugely different since they considered a period from 1930 to 2006. The lower volatility
in consumption can then be explained by the use of the post-war data, which contains the so called great
moderation period (see Lettau et al. (2008).
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Table (8)-(9) reports the unconditional moments of the equity premium, the real risk-free

rate and the log price-dividend ratio under different model specifications as well as the data-

implied ones. The first 4 years of model-implied returns are removed as burn-in sample in order

to avoid concerns about priors specifications. Panel A shows the results computed assuming

both parameter and state learning. The returns are generated monthly and aggregated annually.

[Insert Table (8) and Table (9) about here]

The historical equity premium is 4.92%, with a variation equal to 17.05% on an annual basis.

There is considerable excess kurtosis (around 4) in the historical equity premium as well as

a statistically significant negative skewness, i.e. -0.90. The ex-ante real risk free rate has

an unconditional expected value equal to 1.02 with an historical volatility equal to 1.82 on an

annual basis. Table (8), column 2 and 3 reports the historical values together with the bootstrap

standard errors. Last five columns report the model-implied asset pricing moments with γ = 5

and ψ = 3.5. The model matches most of the unconditional moments for the annual equity

premium as well as the (ex-ante) real risk free rate and the log price-dividend ratio. Both the

unconditional mean (i.e. 4.6%) and the unconditional volatility (i.e. 16.7%) are closely matched

by the model. The presence of Markov regime switching nature of the conditional volatility of

consumption growth helps to match also the historical kurtosis (i.e. 3.67). As a by product the

model also matches the buy-and-hold Sharpe ratio. The model is also able to get close to both

the unconditional mean and volatility of the log price-dividend ratio (i.e. 3.4 and 0.42). Finally,

also the historical mean and volatility of the historical ex-ante real risk free rate fall within

the 95% confidence interval produced by the model. Panel B of Table (8) shows the results

computed assuming the model parameters are known, meaning, the agent solves a standard

filtering problem. The model is no longer able to match the unconditional moments. Yet, the

persistence of the log price-dividend ratio that characterizes the model under parameter learning

(i.e. 0.95 autocorrelation) vanishes. This is in line with Williams (2003) and Carceles-Poveda

and Giannitsarou (2008). They showed how without exogenously imposing high persistence

in the state variables, simple asset pricing models cannot generate any kind of sensible asset

pricing implications. Under simple filtering, indeed, the model is not able to match neither the

unconditional mean nor volatility. The model without parameter learning fails completely both

with γ = 5 and γ = 2.

Decreasing the intertemporal elasticity of substitution from ψ = 3.5 to ψ = 1.5, the picture

does not change sensibly. By assuming both states and parameter learning the model turns out

to match rather closely the unconditional moments of the aggregate equity premium. This is

true especially for γ = 5. Without parameter learning, however, the explanatory power of the

model shrunk. The model with filtering is not able to match quite none of the unconditional

moments. Yet, as for ψ = 3.5 without real time learning the persistence of the equilibrium log

price-dividend ratio tend to reduce.

In order to better point out the economic significance of the results Table (10) reports
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the key moments of the aggregate equity premium under two, widely used, alternative model

specifications. The first is the standard power utility model as in Mehra and Prescott (1985),

and the second the standard long-run risk model Bansal and Yaron (2004).

[Insert Table (10) about here]

Panel A shows the results under CRRA preferences. Interestingly the model shows quite good

performances. This is especially true in terms of matching the persistence of the log price-

dividend ratio. Both the unconditional mean and volatility of the aggregate equity premium

are lower than what we found in the data, however. Panel B reports the results obtained from

a standard long-run risk model. This model represents a full-information rational expectation

benchmark. The parameters are calibrated by using the end-of-sample estimates from the

model dynamics (10)-(11). As we would expect without imposing the standard high persistence

in both the conditional expected growth rate of consumption and variance, the model is not able

to match any of the key moments of both the aggregate equity premium and the ex-ante real

risk free rate. As a whole structural learning and uncertainty shocks might be potential drivers

of the unconditional properties of the aggregate equity premium. Interestingly the model is able

to capture higher order moments as the unconditional kurtosis.

7 Parameters Estimates and Testing

The model is estimated on a monthly basis. The prior calibration is made referring to the

reference literature (see Bansal and Yaron 2004, Drechsler and Yaron 2011, and Lettau et al.

2008 and the Appendix). This ensures a fair comparison with what is usually assumed in terms

of persistence of the state variables, leverage of dividends and the transition mechanism of the

uncertainty state. Real time learning about states and parameters is solved by using a particle

filtering and learning (see the Appendix). I report the whole distribution of the parameters at

each time t. The sample period is from 1990:01 to 2013:01. The first four years of monthly

out-of-sample estimates are cut as a burn-in sample. The observables are represented by the

real per-capita consumption growth and the real aggregate dividend growth rate. Figure (6),

Panel A reports the persistence parameter ν.

[Insert Figure (6) about here]

I start with a normal-inverse gamma prior, initially assuming high persistence in the dynamics

of beliefs, i.e. ν = 0.99. From the early 90s the level of persistence of the drift shrunk reaching

a fairly low expected value of 0.1 across the 2000s. After the recent great financial crisis, the

autoregressive coefficient jumps up to ν = 0.2. As such the ex-post, MLE-like estimate is

around 0.2. This value makes the annually aggregated process i.i.d, with the annual value of

ν essentially be zero. The model-implied predictability of the consumption growth, thus, turns
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out to be unsurprisingly low. This is consistent with the argument in Campbell and Beeler

(2012). Panel B shows the ex-ante beliefs on the long-run growth rate Eµ. The unconditional

growth rate is highly persistent and low volatile. It is increasing across the 90s then stable and

slightly decreasing till the end of the sample. Figure (7) reports the expected growth rate of

consumption under different frequencies.31

[Insert Figure (7) about here]

Panel A shows the model estimates on a monthly basis. Here Etµt+1 is largely stationary. Two

main drops in the agent’s expectations coincides with the whole period across the end of 2001 -

beginning of 2002, i.e. dot.com bubble, 9/11 attacks as well as the Worldcom/Enron financial

scandals. The major negative expectations is across the recent great financial crisis, reaching

almost -0.8% on a monthly basis. This negative drop persists across the whole 2008 and 2009

(Lehman, Credit crunch, TARP and stimulus debate), then partly bounces back at the end of

2009. Panel B shows the monthly-based estimated aggregated on a quarterly basis. The drop of

the agent’t beliefs across early 2000 is much less evident on a quarterly basis, while, as we would

expect the large negative expectations during the period 2008/2009, is still striking. Panel C

shows the monthly estimates aggregated annually. Interestingly, on an annual basis, the unique

remarkable drop in the expected consumption growth is related to the recent great financial

crisis, while Etµt+1 is positive for the rest of the testing sample.

The presence of uncertainty shocks makes the conditional variation of the agent’s beliefs

time-varying, even though the scale on itself is not. Panel A in Figure (8) shows p(λt+1 = H|yt)

across the testing sample. This probability jumps coherently with drops in the (monthly com-

pounded) conditional expected growth rate of consumption. Major spikes are located around

the end of 1999, the period 2001/2002 and across the recent great financial crisis. These jump-

like terms are fairly close to what is assumed in Drechsler and Yaron (2011) and Bollerslev and

Todorov (2011), just to name two. However, even though transitory the uncertainty shocks

I identify are still predictable, given their first order Markov property. Because of parameter

learning, the conditional variation of the agent’s beliefs is influenced by these “uncertainty”

spikes. Panel B shows V artµt+1 across the testing sample.

[Insert Figure (8) about here]

The visual impression given by figures (6)-(8) is summarized in Table (11). Panel A reports the

mean, median and 95th percentiles of the model parameters estimates at the end of the testing

sample. As such, ET [Eµ], for instance, represents the agent’s expectations about the long-run

growth rate of real consumption using the whole sample. These estimates can be interpreted

as the ex-post maximum likelihood values for the same sample. The model is estimated on a

31The model is estimated on a monthly basis then the agent’s beliefs are simply aggregated on a quarterly and
an annual basis.
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monthly basis, standard errors are in parenthesis.

[Insert Table (11) about here]

The persistence parameter is statistically significant and is around 0.2. Full sample estimates

confirm the stationarity of the expected growth rate of consumption. The long-run growth

rate value closely matches the historical, monthly compounded, mean of the real, per capita,

consumption growth; Eµ = 0.2110. The idiosyncratic macroeconomic risk σ2c is around 0.05%

on a monthly basis, while, as we would expect, the dispersion of the conditional distribution

of µt is higher under the high uncertainty state, i.e. σ2µ,λt=H = 0.24 than under λt = L,

i.e. σ2µ,λt=L = 0.038. The long-run growth rate of the aggregate dividend, i.e. µd = 0.226 is

comparable with the real per-capita consumption growth rate on a monthly basis. The leverage

parameter is estimated around 1.4. This value is not surprisingly lower than in most of the

reference literature. The reason of a low leverage is in the much higher idiosyncratic risk of

the aggregate dividend growth, i.e. σ2d = 2.57. As such, most of the time-series variation of

the aggregate dividends is embedded in the exogenous shocks, therefore, unlike the reference

literature, I do not need to use a high value of leverage in order to catch unconditional moments

such as aggregate stock market volatility. Interestingly, the high uncertainty state is much

less persistent, i.e. PHH = 0.412 than the λt = L which shows PLL = 0.8688. The low

persistence of λt = H is reflected in the filtered probabilities p(λt+1 = H|yt) reported in figure

(??). Such values implies that the average duration of the high uncertainty state is around

two months, while the the average duration of the low uncertainty state is around 8 months.

The unconditional probabilities of the two states are respectively πH = 0.21 and πL = 0.79.32

The compounding effect of σ2µ,λt+1=H and pLL = 0.51 indicates that large, but rare, spikes in

the dispersion of the agent’s beliefs, increases the perceived riskiness of the economy. These

jump-like terms are fairly close to what is assumed in Drechsler and Yaron (2011) and Bollerslev

and Todorov (2011), just to name two. However, even though transitory the uncertainty shocks

I identify are still predictable, given their first order Markov property.

8 Concluding Remarks

To be added

32The ergodic probability for the ith state is computed as

πi =
1− pjj

2− pii − pjj

while the average duration of the ith state is computed as

Duri =
1

1− pii
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Appendix

A Data

A.1 Consumption growth

Consumption data, population and priced deflator are from the Federal Reserve Bank of St.Louis.

I used non-durables (PCND) and services consumption (PCESV). Both of them are deflated

by the chain-type price index of personal consumption expenditures (PCEPI). Aggregate con-

sumption is normalized by using total population (POP). Defining Cs,t and Cnd,t respectively

the consumption of nondurables and services,

∆ct+1 = ln

[
Cnd,t+1 + Cs,t+1

Cnd,t + Cs,t

]

(A.20)

Data are monthly compounded and the sample period goes from 1990:01 to 2013:01.

A.2 Stock market data

As in Campbell and Beeler (2012) I construct the monthly price index for the market by

using the value-weighted index including distributions (VWRETD) and excluding distributions

(VWRETX). Data are from CRSP. The market price index is constructed at each time t as

Pt = Pt−1 (1 + VWRETXt) (A.21)

This price-appreciation is adjusted for repurchases along the line of Bansal et al. (2005). Denote

the number of shares nt.
33 A buyback adjusted price appreciation is defined as

P ∗
t

P ∗
t−1

=

[
Pt

Pt−1

]

min

[(
nt+1

nt

)

, 1

]

therefore P ∗
t /P

∗
t−1 represents a downward adjustment of 1 + VWRETX only if there is a

reduction in the number of shares. The aggregate level of cash dividends is then defined as

(deleting *)

Dt = Pt

[
(1 + VWRETDt)

(1 + VWRETXt)
− 1

]

(A.22)

where 1+VWRETXt is properly adjusted for repurchases. Aggregate prices and dividends are

deflated by the chain-type price index of personal consumption expenditures (PCEPI). Gross

returns are computed as

Rt,t+1 =
Pt+1 +Dt+1

Pt
(A.23)

33A properly adjusted, i.e. splits, etc. is obtained from CRSP.
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Likewise the real risk-free rate is computed subtracting to the yield of a 3 month T-Bill the

realized quarterly log-inflation. The realized equity premium is computed substracting the real

risk free rate from the log returns is computed as

rt,t+1 − rft = ln (1 +Rt,t+1)− rft (A.24)

A.3 Inflation

Both stock returns, consumption and aggregate dividend growth are transformed in real terms

using the CPI deflator from the FREDII database of the Federal Reserve Bank of St.Louis.

Monthly inflation is the log growth rate of the CPI in the current month over the previous one.

While consumption growth is deflated in levels then tranformed in log grwoth rate, for both

the aggregate equity premium and the dividend growth, real value are obtained subtracting log

inflation from nominal monthly returns.

A.4 Ex-Ante Risk Free Rate

Nominal yields of the one-month T-Bill rate is taken Ibbotson. The ex-post (realized) real risk

free rate is obtained subtracting the monthly inflation rate πt,t+1 to the monthly T-bill yield rf,t

at each time t. Along the line of Campbell and Beeler (2012) the ex-ante real risk free rate is

computed by projecting the ex-post riskless return rf,t−πt,t+1 on the average monthly inflation

across the previous year πt−12,t and the one month nominal yield rf,t such that

rf,t|t+1 = α̂0 + α̂1rf,t + α̂2πt−12,t (A.25)

represents the Ex-ante risk free rate of return.

A.5 The Implied and Realized Volatility Measures

The Variance Risk Premium is defined as the difference between the market’s risk neutral

expectation of total variation and the ”objective” expectations of aggregate returns variation.

The market’s implied returns variation can be expressed as a portfolio of call options with strikes

spanning from zero to infinite. The market’s implied returns variation as well as its objective

measure are not directly observable and one needs to construct empirical proxies. In practice

the risk neutral expectations are proxied by the CBOE implied variance, i.e. VIX.34 Here I

use the new measure of the VIX index developed from the 2003. This measure is based on the

S&P500 and estimates the risk neutral expected volatility by averaging out the weighted prices

of SPX puts and calls over a wide ranges of strike prices. The data on the VIX are from the

Chicago Board of Options Exchange, i.e. CBOE.35. Since the VIX is reported in annualized

volatility terms, I square and divide it by 12 to put it in variance terms. The measure of realized

aggregate returns variation is constructed summing up 78 5 minutes squared returns covering

34The VIX index represents nothing but the market’s expectations about the aggregate stock market volatility
over the next thirty calendar days.

35http://www.cboe.com/micro/vix/historical.aspx
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a normal trading day, i.e. from 9.30 am to 4.00 pm. The high frequency returns are obtained

from TICKDATA. For a typical month with 23 trading days I use n = 23× 78 = 1794 squared

returns:

RVt,t+1 ≡
1794∑

j=1

[

pt+ j
n
− pt+ j−1

n

]2

Both the realized variation and the implied volatility cover the sample period from January

1990 to January 2013.

B Variance Risk Premium Decomposition

Along the line of Miao et al. (2012) the Variance Risk Premium can be decomposed as a direct

function of the agent’s beliefs about the uncertainty state. Defining the aggregate returns

variation as V art(rm,t+1), the variance risk premium is defined as the difference between the

risk-neutral, i.e. Q and physical expectations, i.e. P:

V RPt = EQ
t [V art(rm,t+1)]− EP

t [V art(rm,t+1)] (A.26)

The risk neutral measure can be recovered by using the standard Radon-Nykodim density

dQ =
Mt,t+1

EP
t [Mt,t+1]

dP where
dQ

dP
=

Mt,t+1

EP
t [Mt,t+1]

(A.27)

where Mt,t+1 represents the intertemporal marginal rate of substitution (IMRS, henceforth).

From the Radon-Nykodim density the VRP can be rewritten as

V RPt = EP
t

[
Mt,t+1

EP
t [Mt,t+1]

V art(rm,t+1)

]

− EP
t [V art(rm,t+1)]

=
EP

t [Mt,t+1V art(rm,t+1)]

EP
t [Mt,t+1]

− EP
t [V art(rm,t+1)] (A.28)

By using the law of iterated expectations we can write

E
[
Mt,t+1V art(rm,t+1)|y

t, θ
]

E [Mt,t+1|yt, θ]
=
π
(L)
t+1|tE

(L)
t [Mt,t+1V art(rm,t+1)] + π

(H)
t+1|tE

(H)
t [Mt,t+1V art(rm,t+1)]

π
(L)
t+1|tE

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [Mt,t+1]

where yt and θ the amount of available information and the vector of parameters respectively,

π
(i)
t+1|t = p(λt+1 = i|yt) the probability of being in a high uncertainty state one-step ahead, and

EP
t [V art(rm,t+1)] = π

(L)
t+1|tE

(L)
t [V art(rm,t+1)] + π

(H)
t+1|tE

(H)
t [V art(rm,t+1)]
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Under recursive preferences the IMRS, conditional of the uncertainty state λt+1 = i can be

defined as

E
(i)
t [Mt,t+1] = β exp

(

−γEt∆c
(i)
t+1 +

γ2

2
V art∆c

(i)
t+1

)

E(i)





(

β
1 + PC

t+1

PC
t

)θ−1 ∣∣
∣
∣
∣
yt, θ



 i = H,L

Now, from the definition of conditional covariance the cross-product between the stochastic

discount factor and the aggregate returns variation can be rewritten as

E
[
V art(rm,t+1),Mt,t+1|y

t, θ
]
= E

[
V art(rm,t+1)|y

t, θ
]
E
[
Mt,t+1|y

t, θ
]
+ Cov

[
V art(rm,t+1),Mt,t+1|y

t, θ
]

such that

E
[
V art(rm,t+1),Mt,t+1|y

t, θ
]

E [Mt,t+1|yt, θ]
= ...

=
π
(L)
t+1|tE

(L)
t [V art(rm,t+1)]E

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [V art(rm,t+1)]E

(H)
t [Mt,t+1]

π
(L)
t+1|tE

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [Mt,t+1]

+

+
π
(L)
t+1|tCov

(L)
t [Mt,t+1, V art(rm,t+1)] + π

(H)
t+1|tCov

(H)
t [Mt,t+1, V art(rm,t+1)]

π
(L)
t+1|tE

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [Mt,t+1]

(A.29)

The decomposition of the Variance Risk Premium in the main text comes directly by defining

the preferences-adjusted probability of being in a high uncertainty state

π̃
(H)
t+1|t =




E

(H)
t [Mt,t+1]

π
(L)
t+1|tE

(L)
t [Mt,t+1] + π

(H)
t+1|tE

(H)
t [Mt,t+1]
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π
(H)
t+1|t (A.30)

and collecting common terms such that

V RPt = π̃
(H)
t+1|t ×

(

E
(H)
t [V art(rm,t+1)]− E

(L)
t [V art(rm,t+1)]

)

+ ...

+

(

1− π̃
(H)
t+1|t

)

E
(L)
t [Mt,t+1]

Cov
(L)
t [V art(rm,t+1),Mt,t+1] +

π̃
(H)
t+1|t

E
(H)
t [Mt,t+1]

Cov
(H)
t [V art(rm,t+1),Mt,t+1]

now defining the last covariance terms κt the exact definition in the main text follows.

C Prior calibration

To be Added

D Sequential Bayesian Filtering and Learning

In my model the representative agent does not oberve neither the underlying states It = [λt, µt]

nor the structural parameters θ =
(
Eµ, ν, µd, φ, σ

2
c , σ

2
d, pLL, pHH , σL, σH

)
. The agent holds initial

31



beliefs over the states and parameters p
(
θ, µt, λt|y

t
)
= p

(
µt, λt|θ, y

t
)
p
(
θ|yt

)
and then updates

them via sequential Bayes’ rule, where yτ = (∆cτ ,∆dτ ). The learning mechanism occurs in two

steps by first computing the predictive distribution of states and parameters given the current

information as

p(µt+1, λt+1, θ|y
t) =

∫

p(µt+1, λt+1|λt, µt, θ)p(θ, µt, λt|y
t)dλtdµt (A.31)

then updating the beliefs via the likelihood function p (yt+1|µt+1, λt+1, θ)

p(µt+1, λt+1, θ|y
t+1) ∝ p(yt+1|µt+1, λt+1, θ)p(µt+1, λt+1, θ|y

t) (A.32)

which shows the recursive nature of Bayesian updating, as p(µt+1, λt+1, θ|y
t+1) is functionally

dependent on p(µt, λt, θ|y
t). The main issue is characterizing p(µt, λt, θ|y

t) for each time t, which

is needed for sequential learning. Unfortunately, even though λt is discretely valued, there is not

analytical form for p(µt, λt, θ|y
t), as it is high-dimensional and the dependence on the data is

complicated and nonlinear. The key point of the algorithm is then to characterize a conditional

sufficient statistics κt such that p(θ|λt, µt, y
t) = p(θ|κt), namely, the full posterior beliefs about

the parameters conditional on the entire history of states and observables is a known functional

form of κt. The latter evolves, indeed, via a Kalman-like recursion which is updated offline as

κt = K (κt−1, µt, λt,∆ct,∆dt). The joint posterior is characterized via particle filters using a

discrete representation of p
(
θ, κt, λt, µt|y

t
)
as

PN
(
θ, λt, µt, κt|y

t
)
=

1

N

N∑

i=1

δ
(θ,κt,λt,µt)

(i)

where N is the number of particles, (θ, κt, λt, µt) the particle vector, and δ(.) a standard Dirac’s

function. The conditional sufficient statistics allows to factorize the joint posterior distribution

as

p
(
θ, λt, µt, κt|y

t
)
= p (θ|κt) p

(
κt|λt, µt, y

t
)
p
(
λt, µt|y

t
)

To summarize at time t the agent’s starts with prior beliefs about states and parameters.

Starting from the holding beliefs, once the real consumption growth ∆ct+1 becomes observable,

the underlying uncertainty state is propagated (for each particle i = 1, ...N), from its posterior

distribution as

λt+1 ∼ p(λt+1|κt, λt, θ,∆ct+1)

∝ p(∆ct+1|µt, θ, λt+1)p(λt+1|λt, θ)

where p(λt+1|λt, θ) the predictive distribution of the uncertainty state and p(∆ct+1|µt, θ, λt+1) =

N((1 − ν)Eν + µt, σ
2
c + σ2λt+1

), i.e. predictive of consumption growth.36 Notice that I use just

36The Markov nature of the uncertainty state makes the predictive distribution of the underlying state relatively
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consumption growth in order to learn about the drift of the economy and the uncertainty state.

This is done to simplify the learning setting. Given λt+1, the posterior beliefs about the expected

growth rate of consumption are normally distributed

µt+1 ∼ p(µt+1|λt+1, µt, θ,∆ct+1)

∝ p(∆ct+1|µt+1, λt+1, θ)p(µt+1|λt+1, µt, θ)

= N(µ̃t+1, σ̃
2
t+1)

where, for the jth state

µ̃
(j)
t+1 = Et∆ct+1

︸ ︷︷ ︸

Etµt+1

+
σ2µ,λt+1=j

σ2µ,λt+1=j + σ2c
︸ ︷︷ ︸

Gt+1

(∆ct+1 − Et∆ct+1)
︸ ︷︷ ︸

et+1

1

σ̃
(j)
t+1

=
1

σ2µ,λt+1=j

+
1

σ2c
(A.33)

The innovations in the state variables are complex and non-linear functions of current and past

fundamental shocks and past forecasting errors which cannot be separately identifed given the

information set of the agent which consists only by the observable consumption growth. The

Kalman gain Gt+1, falls (rises) when the volatility of the expected consumption growth increases

(diminishes), making the informativeness of the data about the underlying state fluctuating over

time. The marginal expected growth rate is given by

µ̃t+1 =
∑

j=H,L

µ̃
(j)
t+1p(λt+1 = j|yt+1)

σ̃t+1 =
∑

j=H,L

σ̃
(j)
t+1p(λt+1 = j|yt+1

In my model the representative agent also learns about the structural parameters of the dynam-

ics of the fundamentals in (10)-(13). The agent’s prior about the drift parameters is a standard

normal-inverse gamma prior

p
(
βµ|σ

2
µ,λt , κt

)
∼ N

(
ct, σ

2
λtC

−1
t

)

p
(

σ2λµ,t=i|κt

)

∼ IG (ai,t/2, Ai,t/2)

where ct, Ct, ai,t and Ai,t represent estimates based on data through period t given the state i.

Here Ct is a precision matrix, At is a scale parameter, and at counts the degress of freedom.

easy to compute (see Hamilton 1994 for more details).
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After seeing the aggregate consumption at time t+ 1, prior beliefs are updated as

p
(

βµ|σ
2
λt+1

, κt+1

)

∼ N
(

ct+1, σ
2
µ,λt+1

C−1
t+1

)

p
(

σ2λt+1=i|κt+1

)

∼ IG (ai,t+1/2, Ai,t+1/2)

where

C−1
t+1 = C−1

t + Zt+1Z
′
t+1

C−1
t+1ct+1 = C−1

t ct + Ztµt+1

ai,t+1 = ai,t + 1 for i = H,L

Ai,t+1 = Ai,t +
[(

µt+1 − Z⊤
t ct+1

)

µt+1 + (ct − ct+1)
⊤C−1

t ct

]

Iλt+1=i

with Zt = [1, µt], and βµ = [(1− ν)Eµ, ν]. The prior beliefs at time t of the idiosyncratic risk

σ2c is a simple inverse-gamma as

p
(
σ2c |κt

)
∼ IG (nt/2, Nt/2)

After observing ∆ct+1 and given µt+1, the posterior is obtained as

p
(
σ2c |κt+1

)
∼ IG (nt+1/2, Nt+1/2)

where the scale parameter Nt+1 and the degrees of freedom nt+1 are simply updated as

nt+1 = nt + 1

Nt+1 = Nt + (∆ct+1 − µt+1)
2

As far as the aggregate dividend growth dynamics is concerned, before seeing the data, the

agent’s prior is an invere-gamma and given by

p
(
βd|σ

2
d, κt

)
∼ N

(
bt, σ

2
dB

−1
t

)

p
(
σ2d|κt

)
∼ IG (dt/2, Dt/2)

where βd = [µd, φ], Bt represents the precision matrix, bt the sufficient statistics for the condi-

tional mean, Dt the scale parameter for the inverse-gamma density and dt counts the degress

of freedom. After seeing the aggregate dividend growth at time t+ 1, conditioned on µt+1, the

posterior beliefs are

p
(
βd|σ

2
d, κt+1

)
∼ N

(
bt+1, σ

2
dB

−1
t+1

)

p
(
σ2d|κt+1

)
∼ IG (dt+1/2, Dt+1/2)
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which is updated via the Kalman-like recursion

B−1
t+1 = B−1

t +Xt+1X
′
t+1

B−1
t+1bt+1 = C−1

t ct +Xt∆dt+1

dt+1 = dt + 1

Dt+1 = Dt +
(

∆dt+1 −X⊤
t bt+1

)

∆dt+1 + (bt − bt+1)
⊤B−1

t bt

with Xt = [1, µt+1 − Eµ]
′. Finally the agent’s beliefs about the transition matrix Π are updated

as follows

pHH ∼
Γ (p1,t + p2,t)

Γ (p1,t) Γ (p2,t)
pp1,t−1 (1− p)p2,t−1

I]0,1[(p)

pLL ∼
Γ (q1,t + q2,t)

Γ (q1,t) Γ (q2,t)
qq1,t−1 (1− q)q2,t−1

I]0,1[(q)

with

p1,t+1 = p1,t + I(λt+1=H,λt=H) q1,t+1 = q1,t + I(λt+1=L,λt=L)

p2,t+1 = p2,t + I(λt+1=H,λt=L) q2,t+1 = q2,t + I(λt+1=L,λt=H)

the shape parameters of the beta distribution. In words, when both λt+1 = H and λt = H,

the expected probability of being in a high uncertainty state increases. Notice that, under the

beta distribution, the expected value of the probability of being in the high uncertainty state

at time t+ 1 is computed as

E
[
pHH |yt, κt

]
=

p1,t+1

p1,t+1 + p2,t+1
(A.34)

which is an increasing function of p1,t+1. From the transition probabilities we can compute the

ergodic probability of being in the high uncertainty state as

πH =
1− pLL

2− pHH − pLL
(A.35)

D.1 Testing the Model Dynamics

Model comparison is done in a Bayesian way by computing the marginal posterior models’

probabilities. Suppose one want to test the strenght of evidences in favour of the ith model

among I alternatives. Given the specific prior model probability p(Mi) the posterior probability

of model i is computed as

p
(
Mi|y

t
)
=

p
(
yt|Mi

)
p(Mi)

∑I
i=1 p (y

t|Mi) p(Mi)
(A.36)
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The marginal likelihood component is calculated recursively by integrating out both states and

parameters uncertainty as

p
(
yt|Mi

)
= p

(
yt|y

t−1,Mi

)
p
(
yt−1|Mi

)
(A.37)

where

p
(
yt|y

t−1Mi

)
=

∫

p
(
yt|y

t−1, θ, λt−1, µt−1,Mi

)
p
(
λt−1, µt−1, θ|y

t−1Mi

)
dλt−1dµt−1dθ (A.38)

with λt−1 and µt−1 respectively the unobservable uncertainty state and the drift of consumption

growth, and θ the vector of parameters. The recursive predictive probability p
(
yt|y

t−1Mi

)
is

computed from the M particles as

p
(
yt|y

t−1,Mi

)
≈

1

M

M∑

m=1

p

(

yt

∣
∣
∣
∣
(θ, κt−1, µt−1, λt−1)

(m) , yt−1,Mi

)

(A.39)

notice that, by integrating out parameter uncertainty the marginal likelihood punishes needlessly

complicated models.

E Numerical Solution

Here I provide some details about the numerical model solution of the equilibrium condition

implied by the recursive preferences structure. The preference parameters, i.e. γ, ψ, β, are

considered constant over time and taken from the reference literature (see Bansal and Yaron

2004, Lettau et al. 2008, Bansal et al. 2005, and Johannes et al. 2011 among the others). In

order to keep the state space tractable I adopt an anticipated utility approach (see Cogley and

Sargent 2009 and Piazzesi and Schneider 2010 for more details). At each time t the posterior

means of the parameters estimates are used to solve the euler equation. The vector of parameters

is

θ =
(
Eµ, ν, µd, φ, σ

2
c , σ

2
µ,H , σ

2
µ,L, pLL, pHH , σ

2
d

)

thus there is a total of 10 parameters recursively estimated by sequential updating of the agent’s

beliefs using realized consumption and aggregate dividend growth rates. Even though there is

not time-dependency of the parameters, the agent’s beliefs change over time conditional to

the information at time t. Therefore, although parameter uncertainty is not directly a priced

risk factor, it is still crucial for the (ex-ante) dynamics of the economic fundamentals. First I

have to solve for the equilibrium wealth-consumption ratio, PCt. The Euler equation for the

wealth-consumption ratio (7) can be rewritten as37

E
[

βθ exp ((1− γ)∆ct+1) (1 + PC (λt+1, µt+1))
θ
]

= PC (λt, µt)
θ

37Notice the gross returns on the consumption claim is defined as Rc,t+1 = (1 + PCt+1) (PCt)
−1 exp (∆ct+1).
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From the law of total expectations and, given π
(k)
t+1|t = p(λt+1 = k|yt) the one-step ahead

predictive of the uncertainty state and ∆c
(k)
t+1 the growth rate of consumption conditional on

the kth uncertainty state, the Euler equation for the wealth-consumption ratio can be rewritten

as

PC (λt, µt)
θ =

K∑

k=1

π
(k)
t+1|tE

[

βθ exp
(

(1− γ)∆c
(k)
t+1

)

(1 + PC (λt+1, µt+1))
θ

∣
∣
∣
∣
∣
λt+1 = k, yt

]

(A.40)

Notice the states µt+1 and λt+1 are not observable. The representative agent updates the beliefs

by observing realized consumption growth. The conditional expectation above is computed

by numerical integration. The functional (A.40) can be solved by noting that represents a

standard contraction mapping and can be solved treating PC(λt, µt) as the fixed point of

PC(λt, µt)
n+1 = T (PC(λt, µt)

n).

I discretize the support of µt by forming a grid of G points (µ1t , ..., µ
G
t ) on the interval

(−5V (µt), 5V (µt)) with V (µt) the standard deviation of the agent’s beliefs at time t38. Also

the distribution of a standardized normal variable is discretized for simulation purposes forming

a vector ǫt+1 = (ǫ1t+1, ..., ǫ
I
t+1) over the interval (−5, 5) imposing:

pi =
exp−(ǫit+1)

2/2

∑I
i=1 exp

(ǫit+1)
2/2

, i = 1, ..., I (A.41)

As such

PC (λt, µt) =

[
K∑

k=1

π
(k)
t+1|t

I∑

i=1

βθ exp(1−γ)∆ci,k,gt+1

(

1 + PC
(

λt+1 = k, µi,k,gt+1

))θ
pi

]1/θ

for g = 1, ..., G; (A.42)

where

∆ci,k,gt+1 ∼ p(∆ct+1|µ
g
t , θ, λt+1 = k) and µi,k,gt+1 ∼ p(µt+1|µ

g
t , θ,∆ct+1, λt+1 = k)

The solution is found by solving until convergence the recursion

PCn (λt, µt) =

[
K∑

k=1

π
(k)
t+1|t

I∑

i=1

βθ exp(1−γ)∆ci,k,gt+1

(

1 + PCn−1

(

λt+1 = k, µi,k,gt+1

))θ
pi

]1/θ

(A.43)

where the function is interpolated by a second order polynomial in µt+1 and λt+1 with an initial

guess δ0 as

PCn (λt, µ
g
t ) =

[

1, µ1,gt+1,
(

µ1,gt+1

)2
, µ2,gt+1,

(

µ2,gt+1

)2
]

[δ1,n, δ2,n, δ3,n, δ4,n, δ5,n]
′ (A.44)

38The number of discretizing points G is chosen to be odd such that Etµt is in the middle point of the grid.

37



Compute PC
(

λt+1, µ
k,g
t+1

)1
for every µkt ∈

(

µk,1t , ..., µk,Gt

)

and λt+1 = k, then stack the results

in a vector
−−→
PC1 ∈ RG. The initial guess δ0 is updated by least squares as δ1 = (X ′X)−1X ′−−→PC1.

This step is repeated until convergence. Once PC(λ, µ) has been found it is easy to show that

the equilibrium price-dividend ratio can be found through a similar procedure. From (??) the

price-dividend ratio can be written as

PD (λt, µt) =
K∑

k=1

π
(k)
t+1|tE

[

βθ
(
1 + PC(λt+1, µt+1)

PC(λt, µt)

)θ−1

...

... exp
(

−γ∆c
(k)
t+1 +∆d

(k)
t+1

)

(1 + PD(λt+1, µt+1))
]

Here the solution is found by solving until convergence the iteration

PDn (λt, µt) =

K∑

k=1

π
(k)
t+1|t

I∑

i=1

βθ
(
1 + PC(λt+1, µt+1)

PC(λt, µt)

)θ−1

exp
(

−γ∆c
(i,k,g)
t+1 +∆d

(i,k,g)
t+1

)

...

...
(

1 + PDn−1(λt+1 = k, µi,k,gt+1 )
)

pi

Given the presence of the same underlying states for the consumption and dividend growth I

can and do ignore the idiosyncratic component of the price-dividend ratio when solving for the

price-dividend ratio. Under incomplete information, indeed, the exogenous shocks are perfectly

correlated by construction. From the equilibrium price-dividend ratio the moments of the log-

returns can be computed as

Et [rm,t+1] = Et

[

log

(
PD(λt+1, µt+1) + 1

PD(λt, µt)

Dt+1

Dt

)]

V art [rm,t+1] = Et

[

log

(
PD(λt+1, µt+1) + 1

PD(λt, µt)

Dt+1

Dt

)2
]

− Et [rm,t+1]
2

Notice the model is estimated on a monthly basis such that the H periods, i.e. months, ahead

expected returns can be computed as

1

H
Et [rm,t+1 + rm,t+2 + ...+ rm,t+H ] (A.45)

This can be computed by recursive substitution (see Lettau et al. 2008). The same rationale

applies for the risk-free rate such that

1

H
Et [rf,t+1 + rf,t+2 + ...+ rf,t+H ] (A.46)

with rf,t+1 = log(Rf,t+1) the log-risk free rate. Substracting (A.45) from (A.46) gives the

H-periods ahead equity risk premium.

38



Table 1: Descriptive Statistics

This table reports the descriptive statistics for both excess returns and different measure of the Variance Risk
Premia. The sample is monthly and covers the period 1990:01 - 2013:01. Mkt Returns represent the aggregate
market return (with dividends) in excess of the risk free rate. IVt is the square of the VIX index divided by
12, to convert it into monthly terms. RVt is the realized variance computed by using five-minutes intra-daily
squared returns. V RP

(M0)
t = IVt−RVt the ”model-free” version of the VRP. EtRV

(M1)
t,t+1 is the expected value of

the realized variance under the physical measure where the expectations is based on a 12-month moving average
model. V RP

(M1)
t = IVt − EtRV

(M1)
t,t+1 is the relative VRP under the MA(12) model. EtRV

(M2)
t,t+1 is the expected

value of the realized returns variation by using RVt+1 = α+βIVt+γRVt+ǫt+1 and V RP
(M2)
t = IVt−EtRV

(M2)
t,t+1

the corresponding VRP.

Descriptive Statistics

Mkt Returns IVt RVt VRPt
(M0) EtRV

(M1)
t,t+1 EtRV

(M2)
t,t+1 VRP

(M1)
t VRP

(M2)
t

Mean 0.42% 39.79 21.32 18.47 21.32 21.39 18.47 18.35
Median 1.02% 31.28 12.41 14.57 15.11 15.50 13.24 11.07
Std. Dev 4.54% 35.61 37.47 20.35 25.13 24.44 21.90 24.75
Skewness -0.89 3.32 7.82 -2.47 5.57 8.15 3.74 2.88
Kurtosis 4.91 19.00 86.70 37.51 49.48 92.92 26.79 18.61
AR(1) 0.11 0.80 0.65 0.26 0.76 0.63 0.28 0.39
AR(2) -0.02 0.59 0.40 0.24 0.50 0.37 -0.10 0.06
min -20.49% 9.05 1.87 -180.68 3.92 9.15 -40.85 -71.16
max 10.79% 298.90 479.58 116.52 282.60 325.81 206.97 205.60
Jarque-Bera 82.011 3388.4 81626 13875.2 25747.9 95343.6 7167.59 3161.75

Table 2: Variance Risk Premium and Long-Run Predictive Regressions

This table reports the predictive power of the aggregate variance risk premium estimated from the model free
approach, on the aggregate market returns over different forecasting horizons. The sample period is monthly
and covers 1990:01 - 2013:01. Robust t-statistics adjusted for autocorrelation and heteroschedasticity (Newey-
West, i.e. HAC corrected) are reported in parenthesis. * means statistically significant at 10%, ** statistically
significant at 5% and *** statistically significant at 1%.

Predictive Regressions

Horizon (Monthly) 1 3 6 9 12 15 18 24

Intercept −0.005 -0.004 -0.002 0.002 0.002 0.002 0.001 0.003
(-1.609) (-1.301) (-0.312) (0.513) (0.785) (0.851) (0.972) (1.124)

VRP
(M0)
t 5.365∗∗∗ 4.521∗∗∗ 2.859∗∗∗ 1.672∗∗∗ 0.132∗∗∗ 1.194∗∗∗ 0.976 0.839

(5.375) (7.973) (5.112) (3.041) (2.513) (2.237) (1.676) (1.710)

Adj R2(%) 5.5 10.6 7.8 3.9 3.2 3.1 2.3 0.8
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Figure 1: Variance Risk Premium and Major Shocks

This figure shows the variance risk premium computed as IVt,t+1 − RVt−1,t together with ma-
jor economic/financial/historical events. These events are commonly identified as uncertainty
shocks on the financial market (see Bloom (2009) and Baker et al. (2013) for a related discus-
sion). The sample period is from 1990:01 to 2013:01.
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Table 3: Forecasting Regressions One-Step-Ahead

This table reports a set of forecasting regressions for the one-step-ahead aggregate equity premium. SR Max/ SR Unc is the maximum sharpe ratio attainable under
the kth model as a percentage of the unconditional Sharpe ratio of the aggregate market portfolio. The sample period is monthly and covers 1990:01 - 2013:01.
Robust t-statistics adjusted for autocorrelation and heteroschedasticity (Newey-West, i.e. HAC corrected) are reported in parenthesis. Both the dependent and the
indepependent variables are rescaled to have standard deviation equal to one.

Variables Models

1 2 3 4 5 6 7 8 9 10 11 12 13 14

Intercept -0.05 -0.05 -0.06 -0.09 -0.09 -0.01 -0.04 0.03 -0.03 1.48∗ 1.08 -0.028 2.28∗∗ 2.06∗

(-0.44) (-0.61) (-0.69) (-0.89) (-0.90) (-0.06) (-0.51) (0.38) (-0.38) (1.79) (1.49) (-0.12) (2.05) (1.74)

VRP
(M0)
t 0.15∗∗∗ 0.14∗∗∗ 0.14∗∗∗ 0.16∗∗∗ 0.16∗∗∗ 0.16∗∗∗ 0.15∗∗∗

(2.27) (2.31) (2.69) (2.30) (2.32) (2.22) (2.11)

VRP
(M1)
t 0.17∗∗∗ 0.23∗∗∗ 0.28∗∗∗

(3.49) (3.87) (4.21)

VRP
(M2)
t 0.21∗∗∗ 0.321∗∗∗ 0.323∗∗∗

(4.21) (6.94) (6.38)

IVt 0.06 -0.08 −0.15∗∗∗

(1.33) (-1.07) (-3.50)

RVt 0.05 −0.17∗∗∗ −0.19∗∗∗

(1.32) (-2.60) (-4.48)

log(Pt/Dt) −0.11∗ −0.15∗ −0.14∗

(-1.81) (-1.93) (-1.78)

log(Pt/Et) -0.09

(-1.51)

TERMt -0.06 0.03 -0.04

(-0.84) (0.41) (-0.54)

DEFt -0.06 -0.03 -0.06

(-0.74) (-0.42) (-0.89)

RealRft -0.04 0.02 -0.01

(-0.58) (0.39) (-0.14)

Adj R2(%) 2.0 2.7 4.1 2.0 2.0 2.7 4.3 4.9 6.2 6.3 3.0 1.8 2.5 4.2

SR Max/SR Unc 110% 114% 120% 110% 110% 114% 121% 124% 130% 131% 115% 109% 113% 120%
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Table 4: The Role of Real-Time Learning

This table shows the results from the projection of innovations of the agent’s expectations of the state of uncertainty on the aggregate variance risk premium. In
calculating the agent’s expectations both parameter and states uncertainty has been intergated out. A set of controls variables is used in order to check for the
specific contribution of the revision of beliefs on the uncertainty state. The controls are the innovations of the agent’s expectations about consumption grwoth and
conditional consumption growth variance, plus contemporaneous and lagged consumption, market returns and past values of the aggregate variance risk premium. SR
Max/ SR Unc is the maximum sharpe ratio attainable under the kth model as a percentage of the unconditional Sharpe ratio of the aggregate market portfolio. The
sample period is monthly and covers 1990:01 - 2013:01. Robust t-stats corrected for Heteroschedasticity and Autocorrelation, i.e. HAC (Newey-West) are reported
in parenthesis. * stands for statistically significant at 10% confidence level, ** 5% significance and *** statistically significant at the 1% level of confidence. In the
regressions I have removed the first 48 months of observations are cut as a burn-in sample.

Models

Indipendent: VRP
(M0)
t+1 1 2 3 4 5 6 7 8 9 10

E[p(λt+1|y
t+1)]−E[p(λt+1|y

t)] 0.188∗∗ 0.145∗∗ 0.159∗∗ 0.126∗ 0.182∗ 0.132∗ 0.183∗ 0.166∗ 0.141∗ 0.094∗

(2.028) (1.993) (2.001) (1.849) (1.846) (1.799) (1.899) (1.871) (1.892) (1.859)

Other Beliefs:

E[∆ct+1|y
t+1]−E[∆ct+1|y

t] −0.161∗ −0.133∗ −0.097∗ −0.123∗∗ −0.159∗

(-0.165) (-1.801) (-1.781) (-0.201) (-1.866)

Var[∆ct+1|y
t+1]−Var[∆ct+1|y

t] 0.255∗∗ 0.236∗∗ 0.224∗∗ 0.197∗∗∗ 0.189∗

(1.985) (2.156) (1.925) (2.422) (1.895)

Controls:

∆ct+1 -0.108 -0.153

(-1.359) (-1.511)

∆ct -0.021 -0.101

(-0.348) (-1.112)

VRP
(M0)
t 0.264∗∗∗ 0.239∗∗∗ 0.249∗∗∗ 0.352∗∗∗ 0.356∗∗∗

(4.334) (3.531) (3.369) (4.923) (2.607)

IVt 0.019 0.198

(0.217) (1.443)

RVt -0.149 -0.447

(-1.591) (-1.336)

R2
adj 5.39 6.20 7.71 9.25 9.27 14.8 10.1 10.2 10.3 18.7

SR Max/SR Unc 126% 130% 137% 143% 144% 164% 146% 147% 148% 185%
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Table 5: Variance Risk Premium: Unconditional Moments

This table reports the unconditional moments of the variance risk premium implied by the model as well as the historical values. The preference parameters are
γ = 2, 5, ψ = 1.5/3.5 and β = 0.998. The model is solved on a monthly basis and the sample period covers 1990:01 - 2013:01. ET denotes the ex-post mean computed
at the end of the testing sample. The first four years of monthly results are removed as a burn-in period for the learning procedure.

Panel A: Parameters Learning + State Filtering

Moments Data γ = 5, ψ = 3.5 γ = 2, ψ = 3.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

VRP

ET (VRPt) 18.45 (2.44) 17.77 (2.14) 14.27 17.76 21.35 15.72 (1.82) 12.77 15.70 18.79

σT (VRPt) 21.26 (4.57) 21.29 (2.94) 16.19 21.42 25.92 18.48 (2.78) 13.75 18.57 22.96

skewness 3.37 (0.77) 2.72 (0.45) 2.03 2.77 3.64 2.76 (0.45) 2.14 2.70 3.57

kurtosis 22.31 (8.60) 19.76 (3.08) 16.11 19.15 25.47 10.88 (3.28) 6.92 10.27 16.91

ρT (VRPt,VRPt−1) 0.27 (0.05) 0.33 (0.07) 0.22 0.34 0.44 0.36 (0.06) 0.25 0.36 0.44

Panel B: State Filtering, Parameters Known

Moments Data γ = 5, ψ = 3.5 γ = 2, ψ = 3.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

VRP

ET (VRPt) 18.45 (2.44) 5.84 (0.51) 5.00 5.83 6.68 5.77 (0.50) 4.95 5.76 6.61

σT (VRPt) 21.26 (4.57) 5.41 (0.88) 3.90 5.45 6.79 5.19 (0.91) 3.66 5.20 6.67

skewness 3.37 (0.77) 2.26 (0.47) 1.62 2.20 4.14 2.23 (0.49) 2.57 3.17 4.11

kurtosis 22.31 (8.60) 14.70 (4.22) 9.67 13.94 22.63 14.48 (4.18) 9.52 13.69 22.31

ρT (VRPt,VRPt−1) 0.271 (0.05) 0.47 (0.07) 0.35 0.48 0.58 0.46 (0.08) 0.31 0.47 0.58

Panel C: CRRA Preferences

Moments Data γ = 5 γ = 2

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

VRP

ET (VRPt) 18.45 (2.44) 14.48 (1.62) 12.23 14.82 17.61 12.66 (1.90) 12.60 15.64 18.86

σT (VRPt) 21.26 (4.57) 16.20 (2.43) 12.11 16.30 20.06 15.22 (2.72) 10.54 15.27 19.59

skewness 3.37 (0.77) 2.70 (0.44) 2.11 2.65 3.51 2.67 (0.43) 2.07 2.61 3.46

kurtosis 22.31 (8.60) 10.35 (3.07) 6.74 9.75 16.01 10.02 (2.97) 6.40 9.48 15.53

ρT (VRPt,VRPt−1) 0.271 (0.05) 0.38 (0.06) 0.27 0.39 0.47 0.36 (0.07) 0.23 0.36 0.46
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Table 6: Returns Predictability

This table reports the results of regressing the model implied variance risk premium on the aggregate market returns. Regression estimates
are robust for autocorrelation and heteroschedasticity (Newey-West, i.e. HAC corrected).

1

k

k∑

i=1

(Rm,t,t+k −Rf,t+k) = αk + βkV RPV RPt + βklpdlpdt + ut,t+k

The sample is from 1990:01 to 2013:01. The first four years of monthly estimates are removed as a burn-in period for the learning procedure.

Panel A: Parameters Learning + State Filtering

Months Data Model: γ = 5, ψ = 3.5

k βkVRP (t-stat) βklpd (t-stat) R2
adj β̂kVRP βkVRP(50%) t-stat VRP β̂klpd βklpd(50%) t-stat lpd R̂2

adj R2
adj(50%)

1 5.42 (5.34) -1.77 (-1.72) 6.51 6.06 6.24 (2.26) -1.84 -1.82 (-0.81) 2.21 1.99

3 4.57 (8.06) -1.75 (-1.94) 11.7 3.22 3.32 (2.40) -2.02 -1.99 (-1.23) 3.74 3.70

6 2.91 (5.34) -2.71 (-2.11) 13.6 1.81 1.75 (1.96) -2.35 -2.33 (-1.99) 5.32 5.72

9 1.72 (3.00) -2.95 (-2.48) 14.0 1.20 1.25 (1.26) -2.54 -2.53 (-2.41) 8.87 8.84

12 1.37 (2.56) -3.15 (-2.87) 17.3 0.34 0.33 (0.11) -3.06 -3.04 (-2.65) 10.5 10.2

Panel B: State Filtering, Parameters Known

Months Data Model: γ = 5, ψ = 3.5

k βkVRP (t-stat) βklpd (t-stat) R2
adj β̂kVRP βkVRP(50%) t-stat VRP β̂klpd βklpd(50%) t-stat lpd R̂2

adj R2
adj(50%)

1 5.42 (5.34) -1.77 (-1.72) 6.51 2.02 1.85 (1.89) -0.28 -0.32 (-0.03) 1.12 1.00

3 4.57 (8.06) -1.75 (-1.94) 11.7 1.44 1.31 (1.52) -1.01 -0.81 (-0.97) 1.54 1.32

6 2.91 (5.34) -2.71 (-2.11) 13.6 1.30 1.29 (1.35) -1.98 -1.94 (-1.23) 1.86 1.45

9 1.72 (3.00) -2.95 (-2.48) 14.0 0.42 0.24 (0.31) -2.21 -2.25 (-1.92) 2.14 1.95

12 1.37 (2.56) -3.15 (-2.87) 17.3 0.17 0.12 (0.25) -2.38 -2.36 (-2.14) 2.32 2.25
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Table 7: Descriptives and Cash-Flows Dynamics

This table reports the descriptive statistics for the growth rate of real per capita consumption
and aggregate dividend growth. The unconditional moments along with standard deviation
from non-parametric bootstrap (in parenthesis) are reported in the column Data. Model panel
represents the corresponding moments implied by the model. The first three columns reports
percentiles of finite sample simulations. The sample period covers 1990:01 - 2013:01. The first
four years of monthly results are removed as a burn-in period for the learning procedure.

Moment Data Model

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5%

ET[∆ct] 2.525 (0.405) 2.368 (0.300) 1.874 2.365 2.862

σT[∆ct] 1.697 (0.441) 1.723 (0.271) 1.392 1.719 2.172

skew[∆ct] -0.898 (0.757) -0.229 (0.506) -1.073 -0.223 0.608

kurt[∆ct] 4.602 (2.104) 4.736 (0.793) 3.783 4.556 5.781

ρ(∆ct,∆ct−1) 0.124 (0.199) 0.189 (0.206) 0.098 0.176 0.281

ET[∆dt] 2.576 (1.794) 2.234 (1.262) 0.046 2.211 4.307

σT[∆dt] 7.001 (1.276) 6.501 (0.641) 5.461 6.491 8.571

skew[∆dt] -0.599 (0.819) 0.118 (0.586) -0.849 0.108 1.101

kurt[∆dt] 3.351 (0.861) 3.861 (0.924) 2.808 3.651 4.683

ρ(∆dt,∆dt−1) 0.175 (0.192) 0.171 (0.112) 0.104 0.186 0.243
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Table 8: Asset Pricing Moments: ψ = 3.5

This table reports the unconditional moments of aggregate returns as well as the risk-free rate. The model is solved on a monthly basis by using an anticipated utility
approach as in [Cogley and Sargent 2009]. The preference parameters are γ = 2, 5, ψ = 3.5 and β = 0.998. The results are annualized. ET denotes the ex-post mean
computed at the end of the testing sample. The sample period covers 1990:01 - 2013:01. The first four years of monthly results are removed as a burn-in period for
the learning procedure.

Panel A: Parameter Learning + States Filtering

Moments Data γ = 2, ψ = 3.5 γ = 5, ψ = 3.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

Aggregate Equity Premium

ET (Rm,t −Rf ,t) 4.92 (0.016) 4.201 (1.374) 1.945 4.200 6.469 4.623 (1.402) 2.338 4.611 6.931

σT (Rm,t −Rf ,t) 17.05 (0.035) 16.328 (0.343) 15.781 16.312 16.906 16.71 (0.367) 16.123 16.704 17.335

skewness -0.90 (0.482) -0.24 (0.465) -0.575 -0.121 0.258 -0.242 (0.497) -0.573 -0.249 0.326

kurtosis 4.07 (1.571) 3.731 (0.837) 2.849 3.542 5.209 3.853 (0.887) 2.912 3.671 5.363

Sharpe Ratio 0.335 (0.166) 0.333 (0.111) 0.155 0.331 0.517 0.349 (0.106) 0.173 0.343 0.523

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 4.375 (0.002) 4.374 4.375 4.377 3.431 (0.002) 3.429 3.432 3.433

σT[pdt] 0.279 (0.042) 0.336 (0.004) 0.331 0.335 0.342 0.421 (0.004) 0.4198 0.421 0.423

ρT (pdt,pdt−1) 0.942 (0.016) 0.995 (0.005) 0.985 0.997 0.999 0.949 (0.009) 0.947 0.949 0.950

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.801 (0.133) 0.554 0.805 1.051 0.981 (0.145) 0.661 1.044 1.136

σT (Rf ,t) 1.82 (0.167) 1.861 (0.761) 0.614 2.054 2.746 1.734 (0.031) 1.680 1.731 1.782

Panel B: State Filtering, Parameters Known

Moments Data γ = 2, ψ = 3.5 γ = 5, ψ = 3.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

ET (Rm,t −Rf ,t) 4.92 (0.016) 2.110 (1.295) 0.004 2.110 4.256 2.408 (1.305) 0.248 2.421 4.554

σT (Rm,t −Rf ,t) 17.05 (0.035) 10.775 (0.269) 10.331 10.772 11.21 10.814 (0.274) 10.362 10.812 10.271

skewness -0.90 (0.482) -0.301 (0.161) -0.571 -0.297 0.041 -0.309 (0.164) -0.572 -0.309 0.041

kurtosis 4.07 (1.571) 2.996 (0.332) 2.552 2.951 3.583 3.001 (0.331) 2.551 2.962 3.603

Sharpe Ratio 0.335 (0.166) 0.366 (0.225) 0.006 0.364 0.733 0.315 (0.226) 0.043 0.316 0.687

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 4.391 (0.006) 4.381 4.390 4.402 3.385 (0.002) 3.378 3.386 3.387

σT[pdt] 0.279 (0.043) 0.119 (0.002) 0.116 0.119 0.120 0.112 (0.001) 0.110 0.111 0.112

ρT (pdt,pdt−1) 0.942 (0.016) 0.216 (0.030) 0.168 0.215 0.267 0.264 (0.024) 0.232 0.263 0.299

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.701 (0.133) 0.654 0.705 .951 0.968 (0.125) 0.640 1.001 1.115

σT (Rf ,t) 1.82 (0.168) 1.761 (0.761) 0.514 1.954 2.646 1.621 (0.041) 1.689 1.745 1.799
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Table 9: Asset Pricing Moments: ψ = 1.5

This table reports the unconditional moments of aggregate returns as well as the risk-free rate. The model is solved on a monthly basis by using an anticipated utility
approach as in [Cogley and Sargent 2009]. The preference parameters are γ = 2, 5, ψ = 1.5 and β = 0.998. The results are annualized. ET denotes the ex-post mean
computed at the end of the testing sample. The sample period covers 1990:01 - 2013:01. The first four years of monthly results are removed as a burn-in period for
the learning procedure.

Panel A: Parameter Learning + States Filtering

Moments Data γ = 2, ψ = 1.5 γ = 5, ψ = 1.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

Aggregate Equity Premium

ET (Rm,t −Rf ,t) 4.92 (0.016) 2.629 (1.337) 0.404 2.611 4.836 3.428 (1.429) 1.066 3.432 5.784

σT (Rm,t −Rf ,t) 17.05 (0.035) 16.216 (0.348) 15.550 16.118 16.714 16.41 (0.334) 15.884 16.401 16.975

skewness -0.90 (0.482) -0.23 (0.492) -0.588 0.136 0.362 -0.173 (0.232) -0.548 -0.171 0.192

kurtosis 4.07 (1.571) 3.957 (0.779) 3.059 3.799 5.369 3.515 (0.667) 2.767 3.374 4.703

Sharpe Ratio 0.335 (0.166) 0.359 (0.184) 0.055 0.358 0.663 0.268 (0.113) 0.082 0.267 0.457

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 4.198 (0.003) 4.196 4.198 4.200 2.731 (0.005) 2.721 2.732 2.734

σT[pdt] 0.279 (0.042) 0.345 (0.116) 0.204 0.327 0.541 0.386 (0.120) 0.213 0.374 0.505

ρT (pdt,pdt−1) 0.942 (0.016) 0.975 (0.001) 0.974 0.975 0.976 0.983 (0.008) 0.976 0.986 0.991

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.481 (0.148) 0.349 0.481 0.713 1.60 (0.287) 0.852 1.602 2.234

σT (Rf ,t) 1.82 (0.167) 0.643 (0.108) 0.491 0.789 0.941 1.36 (0.244) 0.958 1.44 1.982

Panel B: State Filtering, Parameters Known

Moments Data γ = 2, ψ = 1.5 γ = 5, ψ = 1.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

ET (Rm,t −Rf ,t) 4.92 (0.016) 2.517 (1.307) 0.379 2.525 4.688 2.803 (1.309) 0.645 2.795 4.949

σT (Rm,t −Rf ,t) 17.05 (0.035) 10.74 (0.271) 10.297 10.743 11.189 10.78 (0.275) 10.399 10.788 11.234

skewness -0.90 (0.482) -0.23 (0.161) -0.588 0.136 0.362 -0.201 (0.172) -0.476 -0.206 0.055

kurtosis 4.07 (1.571) 2.987 (0.319) 2.552 2.946 3.561 2.987 (0.318) 2.542 2.948 3.571

Sharpe Ratio 0.335 (0.166) 0.269 (0.148) 0.034 0.265 0.581 0.285 (0.127) 0.013 0.283 0.561

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 3.849 (0.001) 3.847 3.841 3.852 2.689 (0.002) 2.687 2.689 2.903

σT[pdt] 0.279 (0.042) 0.1446 (0.1166) 0.0038 0.1270 0.3413 0.157 (0.021) 0.013 0.174 0.304

ρT (pdt,pdt−1) 0.942 (0.016) 0.209 (0.0308) 0.160 0.208 0.261 0.255 (0.0143) 0.232 0.255 0.278

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.401 (0.1021) 0.249 0.382 0.610 1.60 (0.287) 0.852 1.602 2.234

σT (Rf ,t) 1.82 (0.167) 0.541 (0.0981) 0.401 0.589 0.841 1.36 (0.244) 0.958 1.44 1.982
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Table 10: Asset Pricing Moments: Alternative Models

This table reports the unconditional moments of aggregate returns as well as the risk-free rate, computed from two alternative asset pricing settings, i.e. a standard
long-run risk (LLR) framework with stochastic volatility and a classic CRRA model. The LLR model parameters are calibrated in order to match the unconditional
moments of the cash-flows dynamics, except for the persistence parameter, which is calibrated by using the end-of-sample estimates of the real-time learning model.
The preference parameters are γ = 2, 5, β = 0.998 and ψ = 1.5 for the LLR. Under the power utility case γ = 1/ψ. The model is solved/simulated on a monthly basis.
The results are annualized. ET denotes the ex-post mean computed at the end of the testing sample. The sample period covers 1990:01 - 2013:01. The first four years
of monthly results are removed in the CRRA case as a burn-in period for the learning procedure.

Panel A: CRRA Preferences, Parameter Learning + States Filtering

Moments Data γ = 2 γ = 5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

Aggregate Equity Premium

ET (Rm,t −Rf ,t) 4.92 (0.016) 1.913 (1.346) -0.296 1.909 4.128 2.287 (1.427) -0.079 2.303 4.637

σT (Rm,t −Rf ,t) 17.05 (0.035) 12.718 (0.404) 12.064 12.715 13.384 14.775 (0.395) 14.129 14.765 15.431

skewness -0.90 (0.482) -0.13 (0.292) -0.28 -0.136 0.262 -0.243 (0.122) -0.458 -0.271 0.151

kurtosis 4.07 (1.571) 2.987 (0.839) 2.059 2.999 5.721 2.929 (1.136) 1.336 2.789 4.943

Sharpe Ratio 0.335 (0.166) 0.114 (0.080) -0.017 0.114 0.246 0.179 (0.112) 0.006 0.181 0.365

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 5.592 (0.003) 5.590 5.593 5.594 4.462 (0.007) 4.461 4.462 4.463

σT[pdt] 0.279 (0.042) 0.101 (0.002) 0.100 0.101 0.102 0.194 (0.002) 0.192 0.194 0.196

ρT (pdt,pdt−1) 0.942 (0.016) 0.884 (0.002) 0.883 0.884 0.885 0.949 (0.003) 0.948 0.949 0.950

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.599 (0.128) 0.399 0.581 0.821 1.463 (0.117) 1.232 1.442 1.844

σT (Rf ,t) 1.82 (0.167) 0.033 (0.008) 0.030 0.033 0.035 0.770 (0.003) 0.752 0.771 0.790

Panel B: Long-Run Risk Model, Full-Information (End-of-Sample Estimates Calibration)

Moments Data γ = 2, ψ = 1.5 γ = 5, ψ = 1.5

Estimate (St.Err) Mean (St.Err) 2.5% 50% 97.5% Mean (St.Err) 2.5% 50% 97.5%

ET (Rm,t −Rf ,t) 4.92 (0.016) -0.204 (0.043) -0.278 -0.201 -0.137 0.153 (0.032) 0.103 0.151 0.209

σT (Rm,t −Rf ,t) 17.05 (0.035) 7.938 (0.966) 6.367 7.902 9.506 7.862 (0.959) 6.321 7.843 9.459

skewness -0.90 (0.482) -0.376 (0.333) -0.951 -0.362 0.138 0.373 (0.332) -0.145 0.355 0.975

kurtosis 4.07 (1.571) 2.601 (0.585) 1.983 2.468 3.692 2.609 (0.558) 1.975 2.486 3.778

Sharpe Ratio 0.335 (0.166) -0.025 (0.002) -0.029 -0.025 -0.021 0.019 (0.002) 0.016 0.019 0.022

Log price-dividend ratio

ET[pdt] 3.923 (0.080) 6.939 (0.023) 6.901 6.939 6.979 6.761 (0.024) 6.723 6.761 6.799

σT[pdt] 0.279 (0.042) 0.171 (0.014) 0.149 0.169 0.195 0.069 (0.014) 0.049 0.069 0.095

ρT (pdt,pdt−1) 0.942 (0.016) 0.974 (0.009) 0.958 0.975 0.986 0.974 (0.009) 0.957 0.975 0.986

Risk-free rate

ET (Rf ,t) 1.02 (0.377) 0.327 (0.044) 0.254 0.328 0.398 0.321 (0.079) 0.193 0.320 0.449

σT (Rf ,t) 1.82 (0.167) 0.234 (0.049) 0.164 0.228 0.327 0.354 (0.071) 0.249 0.349 0.482
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Table 11: Parameters Estimates

This table reports the paramaters estimates of the model

∆ct+1 = µt+1 + σcǫc,t+1

∆dt+1 = µd + φ (µt+1 − Eµ) + σdǫd,t+1

µt+1 = (1− ν)Eµ + νµt + σµ,λt+1
ǫµ,t+1 [ǫc,t+1, ǫµ,t+1, ǫd,t+1]

′ ∼ N(0, I3)

where λt = i, for i = H,L follows a transition probability

p (λt+1 = H|λt = H, θ) = pHH and p (λt+1 = L|λt = L, θ) = pLL

Here I report the model estimates at time T corresponding to a MLE-like full-sample estimates. ET denotes the
ex-post mean computed at the end of the testing sample, which is from 1990:01 to 2013:01. The first two years
of monthly estimates are removed as a burn-in sample. Standard Errors are reported in parenthesis.

Panel A: End-of-Sample Estimates

Parameter Model Estimates

Mean (St.Err) 2.5% 50% 97.5%

ν 0.2081 (0.0571) 0.1206 0.2007 0.3022

Eµ 0.2110 (0.0212) 0.1810 0.2210 0.2420

σ2µ,λt=L 0.0321 (0.0036) 0.0310 0.0331 0.0353

σ2µ,λt=H 0.2416 (0.0732) 0.1507 0.2279 0.3820

σ2c 0.0803 (0.0050) 0.0731 0.0797 0.0895

µd 0.2265 (0.0967) 0.0807 0.2267 0.3816

σ2d 2.5727 (0.2193) 2.2398 2.5604 2.9558

φ 2.6212 (0.7762) 1.3492 2.6321 3.9012

pHH 0.5129 (0.0005) 0.5121 0.5129 0.5136

pLL 0.8688 (0.0002) 0.8685 0.8688 0.8690

πL 0.7747 (0.0003) 0.7743 0.7747 0.7751

πH 0.2253 (0.0004) 0.2257 0.2253 0.2249

DurL 7.0577 (0.0010) 7.0313 7.0578 7.0839

DurH 2.0530 (0.0012) 2.0496 2.0530 2.0559

Panel B: Conditional Beliefs

Mean (St.Err) 2.5% 50% 97.5%

Et[µt+1] 0.2151 (0.0113) -0.3639 0.2300 0.6552

Stdt[µt+1] 0.0312 (0.0160) 0.0135 0.0261 0.0662
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Figure 2: Variance Risk Premium Under Different Measures

This figure reports the variance risk premium computed as the difference between the risk-
neutral expectation of the aggregate returns variation (approximated as the square VIX index),
and difference measure of the same expectation under the physical measure. Top panel reports
the ”model free” version. Middle panel the difference between the squared VIX and a 12-
month moving average expectation of the realized volatility measure. Bottom panel reports the
difference between the squared monthly VIX and the fitted values of the regression RVt+1 =
α+ βIVt + γRVt + ǫt+1 as forecasting model.

1990 1992 1994 1996 1998 2000 2002 2004 2006 2008 2010 2012
−200

−100

0

100

200
Variance Risk Premium Using the Realized Returns Variation

1990 1992 1994 1996 1998 2000 2002 2004 2006 2008 2010 2012
−50

0

50

100

150

200

250

Variance Risk Premium Using E
t
RV

t,t+1
(M

1
)

1990 1992 1994 1996 1998 2000 2002 2004 2006 2008 2010 2012
−100

0

100

200

300

Variance Risk Premium Using E
t
RV

t,t+1
(M

2
)

50



Figure 3: Variance Risk Premium and Returns Predictability

This figure shows a set of statistics assessing the predictive power of the variance risk premium
with respect to the aggregate stock market returns. Top panel shows the adjusted R2 as a
function of the forecasting horizon. Middle and bottom panels show respectively the slope and
its statistically significance as a function of the forecasting horizon.
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Figure 4: First Component of the Model-Implied Variance Risk Premium

This figure shows the behavior of the risk-neutral adjusted π̃
(H)
t|t+1. The graph reports the sample

path with the stochastic discount factor under γ = 5 and ψ = 3.5. The sample period covers
1990:01 - 2013:01. The first 4 years of monthly estimates are cut as a burn-in sample.
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Figure 5: Data and Model Implied Densities of the Real Per-Capita Consumption Growth

This figure draws the historical and the model implied unconditional distribution of the real
per-capita consumption growth. The red line shows the true (historical) density, and the gray
area the same under the model. The sample period covers 1990:01 - 2013:01.
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Figure 6: Persistence and the Long-Run Growth

This figure shows the behavior of the (ex-ante) expectations of the persistency parameter ν and
the unconditional growth rate of consumption, i.e. Eµ. The darker line represents the mean
value and the gray area plots the conditional distribution at each time t. The sample period is
from 1990:01 to 2013:01. The first 4 years of monthly estimates are cut as a burn-in sample.
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Figure 7: Conditional Expected Growth Rate

This figure shows the conditional expected growth rate of consumption across different frequen-
cies. Top panel represents monthly estimates. Mid panel the monthly estimates aggregated on
a quarterly basis, while bottom panel the monthly estimates aggregated on an annual basis.
The darker line represents the mean value and the gray area plots the conditional distribution
at each time t. The sample period is from 1990:01 to 2013:01. The first 4 years of monthly
estimates are cut as a burn-in sample.
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Figure 8: Beliefs’ Variation and the Predictive Probability p(λt+1 = H|yt)

This figure shows the (future) probability of being in a high uncertainty state throughout the
testing sample and the conditional variation of the agent’s beliefs about the real per-capita
consumption growth. Top panel reports p(λt+1 = H|yt). Bottom panel reports V artµt+1. The
sample period covers 1990:01 - 2013:01. The first 4 years of monthly estimates are cut as a
burn-in sample.
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Figure 9: Models’ Posterior Probabilities

This figure shows sequential posterior model probabilities of the two-states model vs. the single
state dynamics. Top panel reports the model posterior probability computed under real time
learning of states and parameters. Bottom panel shows the same model posterior probabilities
computed assuming the structural parameters are observable. The sample period covers 1990:01
- 2013:01. The first 4 years of monthly estimates are cut as a burn-in sample.
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